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ISTC-CC Research Overview
When the ISTC-CC began 5+ years ago, the cloud computing industry was rela-
tively young, and many research questions remained open.  Could hardware het-
erogeneity be used to increase cloud infrastructure efficiency by enabling targeted 
specialization to different application types?  How could automation be advanced to 
mitigate heterogeneous datacenter management challenges at scale?  What system 
support is needed to enable cloud users to more productively extract meaningful 
knowledge from Big Data?  Should computation be divided (perhaps adaptively) 
across edge devices and the datacenter?

To quote the ISTC-CC Research Overview 
from 2012 (and every year since): “Cloud 
computing has become a source of enor-
mous buzz and excitement, promising great 
reductions in the effort of establishing new 
applications and services, increases in the 
efficiency of operating them, and improve-
ments in the ability to share data and services. 
Indeed, we believe that cloud computing has 
a bright future and envision a future in which 
nearly all storage and computing is done via 
cloud computing resources. But, realizing the 
promise of cloud computing will require an 
enormous amount of research and develop-
ment across a broad array of topics.”

While we still believe that sentiment to be true 
in its entirety, as the planned five-year lifetime 
of the ISTC-CC comes to a close, we observe 
that the center has made significant strides to-
ward answering the questions above.  In pur-
suing questions such as these, the ISTC-CC 
research agenda has always been organized into four inter-related research “pillars” 
(themes) architected to create a strong foundation for cloud computing of the future:

Pillar 1: Specialization

Satisfying humanity’s current computing needs consumes an enormous amount of 
resources, and driving greater efficiency is a significant global challenge for cloud 
datacenters. At the time of ISTC-CC’s launch, cloud deployments, especially for pri-
vate clouds, followed traditional data center practices of identifying a single server 
architecture and avoiding heterogeneity as much as possible. IT staff have long 
followed such practices to reduce administration complexity—homogeneity yields 
uniformity, simplifying many aspects of maintenance, such as load balancing, inven-
tory, diagnosis, repair, and so on. Best practice was to try to find a configuration that 
is suitable for all potential uses of a given infrastructure.

The four ISTC-CC pillars provide a strong foundation 
for cloud computing of the future, delivering cloud’s 
promised benefits to the broad collection of applica-
tions and services that will rely on it.
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Message from the PIs

Hello from ISTC-CC headquar-
ters! This ISTC-CC Newsletter, our fifth 
and last, includes news and happen-
ings from the last 11 months, abstracts 
of our many publications, and a review 
of the overall ISTC-CC research pro-
gram. While we can’t recap all that has 
happened in this introductory note, we 
do want to highlight a few things. 

We’re so proud to have led and partici-
pated in ISTC-CC’s large, aggressive 
five-year research program. We are 
thrilled and humbled by having had 
the opportunity to work with the ISTC-
CC community and by its remarkable 
collection of contributions. This great 
team has had major impact, within In-
tel and in the greater community, both 
in underlying ideas and technologies 
and in open source software systems. 

As we look back, a huge part of ISTC-
CC’s success has been the high level of 
collaboration—the individuals are stel-
lar, but ISTC-CC is much more than the 
sum of its parts. Most of ISTC-CC’s big-

gest wins have come from teams within 
and across the six participating insti-
tutions. Indeed, many of the technical 
papers and software artifacts involve 
researchers from multiple institutions... 
and, we’re especially happy with the 
direct involvement of Intel collabora-
tors and co-authors in so many cases. 
For example, the “campus-embedded” 
Intel researchers, in addition to partici-
pating in the research effort, provided 
industry perspectives, ensured the re-
search remained relevant to Intel, and 
fostered additional connections and 
collaborations within the company. In 
part because of these collaborative ex-
periences, we’ve also seen larger num-
bers of ISTC-CC students doing intern-
ships and taking full-time jobs at Intel 
labs, when compared to levels from the 
ISTC-CC constituents before ISTC-CC. 

As we look forward, we’re thrilled to 
see that many connections created via 
ISTC-CC show no signs of ending. Rath-
er, we see strong signs that the collab-
orations and cross-pollination of ideas 

among ISTC-CC researchers (from 
academia and Intel) and other Intel re-
searchers clearly continues beyond the 
fifth year. Students are still connecting 
with Intel researchers, schools are still 
engaging in mind-share, and we hope 
that ISTC-CC’s imprint and legacy con-
tinue well into the future. 

We’re gratified to observe that the ISTC-
CC vision was prescient, in many ways, 
and laid out an agenda that indeed 
made sense for an extended period 
(almost 6 years, counting the develop-
ment and review periods, in addition to 
the execution). From the beginning, we 
described the overall ISTC-CC agenda 
in terms of four strongly inter-related 
“pillars”—specialization, automation, 
big data, to the edge—designed to en-
able cloud computing infrastructures 
that provide a strong foundation for 
future cloud computing. (We’re guiltily 
proud of the pillar metaphor. ;-)) And, 
all four of those pillars have grown to 

Michael Kozuch, Intel

Fourth Annual ISTC-CC Retreat a Success!
The ISTC-CC held its fourth annual retreat at the Intel 
Jones Farm campus in Hillsboro, OR on August 27 & 28, 
2015. The retreat opened with a reception and dinner on 
Wednesday, August 26, and the main research content of 
the conference began on Thursday morning. The 72 at-
tendees included faculty and students from Carnegie Mel-
lon, Georgia Tech, Princeton, UC Berkeley & Washington, 
as well as 48 Intel employees. The agenda featured two 
keynote talks, the first by Dan Pittman and Joel Cooklin, 
of Intel, and the second by Valerie Young, also of Intel. 

There were 18 research talks by faculty and students all 
of the five Universities except Princeton University, and 30 
posters. By all accounts, the retreat was a big success: 
great interactions, lots of connections made, new insights, 
idea inspiration, and generally superb energy! The retreat 
was followed by the Board of Advisors meeting, and an 
additional meeting for Intel stakeholders. These meetings 
provided considerable positive feedback, as well as good 
suggestions. Full details on the retreat can be found on 
the ISTC-CC website. 

continued on pg. 32

Greg Ganger, CMU Phil Gibbons, CMU



September 2016 3

Leadership
Greg Ganger, Academic PI
Phil Gibbons, Academic Co-PI
Michael Kozuch, Intel PI
Executive Sponsor: Rich Uhlig, Intel
Managing Sponsor: Scott Hahn, Intel
Program Director: 
   Jeff Parkhurst, Intel 
Board of Advisors:
Curt Aubley, Intel
Randy Bryant, CMU
Jeff Chase, Duke
Jonathan Donaldson, Intel
Frans Kaashoek, MIT
Pradeep Khosla, UC San Diego
Faculty
David Andersen, CMU
Guy Blelloch, CMU
Greg Eisenhauer, GA Tech
Mike Freedman, Princeton
Greg Ganger, CMU
Ada Gavrilovska, GA Tech
Phillip Gibbons, CMU
Garth Gibson, CMU
Carlos Guestrin, U. Washington
Mor Harchol-Balter, CMU
Anthony Joseph, Berkeley
Michael Kaminsky, Intel
Randy Katz, Berkeley
Mike Kozuch, Intel
Ling Liu, GA Tech
Margaret Martonosi, Princeton

Todd Mowry, CMU
Onur Mutlu, CMU
Priya Narasimhan, CMU
Padmanabhan (Babu) Pillai, Intel
Calton Pu, GA Tech
Mahadev (Satya) Satyanarayanan,    
   CMU
Karsten Schwan, GA Tech
Dan Siewiorek, CMU
Alex Smola, CMU
Ion Stoica, Berkeley
Matthew Wolf, GA Tech
Eric Xing, CMU
Sudhakar Yalamanchili, GA Tech

Staff
Joan Digney, Editor/Web, CMU

Students / Post-Docs
Yoshihisa Abe, CMU
Rachit Agarwal, UC Berkeley
Sameer Agarwal, UC Berkeley
Rachata Ausavarungnirun, CMU
Ben Blum, CMU
Wenqi Cao, GA Tech
Kevin Kai-Wei Chang, CMU
Zhuo Chen, CMU
Anthony Chivetta, CMU
Henggang Cui, CMU
Wei Dai, CMU
Ankur Dave, UC Berkeley
Naila Farooqui, GA Tech
Kristen Gardner, CMU

Ali Ghodsi, Berkeley
Joseph Gonzalez, UC Berkeley
Samantha Gottlieb, CMU
Yan Gu, CMU
Mehgana Gupta, GA Tech
Kiryong Ha, CMU
Aaron Harlap, CMU
Liting Hu, GA Tech
Wenlu Hu, CMU
Lu Jiang, CMU
Tyler Johnson, Washington
Anuj Kalia, CMU
Anurag Khandelwal, UC Berkeley
Sudarsun Kannan, GA Tech
Samira Khan, CMU
Jin Kyu Kim, CMU
Yoongu Kim, CMU
Andy Konwinski, UC Berkeley
Guatam Kumar, UC Berkeley
Aapo Kyrola, CMU
Seunghak Lee, CMU
Mu Li, CMU
Hyeontaek Lim, CMU
He Liu, CMU
Daniel Lustig, Princeton
Themistoklis Melissaris, Princeton
Justin Meza, CMU
Ishan Misra, CMU
Junhee Park, GA Tech
Jun Woo Park, CMU
Gennady Pekhimenko, CMU
Ram Raghunathan, CMU
Kai Ren, CMU
Wolfgang Richter, CMU
Dipanjan Sengupta, GA Tech
Vivek Seshadri, CMU
Ming-Wei Shih, GA Tech
Julian Shun, CMU
Logan Stafman, Princeton
Lavanya Subramanian, CMU
Jiaqi Tan, CMU
Brandon Taylor, CMU
Caroline Trippel, Princeton
Alexey Tumanov, CMU
Jinliang Wei, CMU
Haicheng Wu, GA Tech
Lin Xiao, CMU
Jin Xin, Princeton
Lianghong Xu, CMU
Neeraja Yadwadkar, UC Berkeley
Hobin Yoon, GA Tech
Manzil Zaheer, CMU
Qi Zhang,GA Tech
Timothy Zhu, CMU

ISTC-CC Personnel
Group photo — fourth annual ISTC-CC Retreat, at the Intel Jones Farm campus in Hillsboro, OR, September 2014.
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The ISTC-CC Update provides an update 
on ISTC-CC activities to increase aware-
ness in the research community.

THE ISTC-CC LOGO

ISTC logo embodies its mission, having 
four inter-related research pillars (themes) 
architected to create a strong foundation 
for cloud computing of the future.

The research agenda of the ISTC-CC is 
composed of the following four themes. 

Specialization: Explores specialization as 
a primary means for order of magnitude 
improvements in efficiency (e.g., energy), 
including use of emerging technologies 
like non-volatile memory and specialized 
cores.

Automation: Addresses cloud’s particular 
automation challenges, focusing on order 
of magnitude efficiency gains from smart 
resource allocation/scheduling and greatly 
improved problem diagnosis capabilities.

Big Data: Addresses the critical need for 
cloud computing to extend beyond tradi-
tional big data usage (primarily, search) to 
efficiently and effectively support Big Data 
analytics, including the continuous ingest, 
integration, and exploitation of live data 
feeds (e.g., video or social media).

To the Edge: Explores new frameworks for 
edge/cloud cooperation that can efficiently 
and effectively exploit billions of context-
aware clients and enable cloud-assisted 
client applications whose execution spans 
client devices, edge-local cloud resources, 
and core cloud resources.

The ISTC-CC 
Update

Year in Review
A sampling of significant ISTC-
CC occurrences in the past 11 
months.

2015 Quarter 3
 » Sudhakar Yalamanchili (Georgia Tech) 

received amplifiying funding for the 
project “Cymric: A Flexible Processor 
Near Memory System Architecture,” 
in the amount of $750K. Involved: H. 
Kim  (PI/PD), Co-PIs: S. Mukhopad-
hyay (ECE) S. Yalamanchili (ECE), Na-
tional Science Foundation, September 
2015-August 2018.

 » Sudhakar Yalamanchili (Georgia 
Tech) presented the keynote address 
on “Implications of Memory Centric 
Computing Architectures for NoCs” at 
the IEEE/ACM International Symposi-
um on Network on Chip Architectures 
(NOCS), September 2015.

 » The 5th Annual ISTC-CC Retreat will 
be held in Hillsboro, OR at the Intel 
Jones Farm campus, Aug. 26-28, 
2015.

2015 Quarter 4
 » Ling Liu presented the invited keynote 

at the 2015 workshop on Big Data 
and Healthcare, Dec. 9-11, 2015, 
Asia Univ. Taiwan.

 » Qing Zheng (CMU) presented “Del-
taFS: Exascale File Systems Scale Bet-
ter Without Dedicated Servers” at the  
10th Parallel Data Storage Workshop 
(PDSW15).

 » Dipanjan Sengupta (Georgia Tech) 
presented “GraphReduce: processing 
large-scale graphs on accelerator-
based systems” at the International 
Conference for High Performance 
Computing, Networking, Storage and 
Analysis (SC ’15) Austin, TX.

 » Mor Harchol-Balter (CMU) presented 
“Queueing with Redundant Requests: 
First Exact Analysis” at the Rotman 
School of Business, U. Toronto.

 » Ketan Bhardwaj (Georgia Tech) pre-
sented “AppSachet: Distributed App 
Delivery from the edge cloud” at EAI 
MobiCASE ’15.

 » Ketan Bhardwaj (Georgia Tech) pre-
sented “AppFlux: Taming App Delivery 
via Streaming” at Usenix TRIOS ‘15 – 
SOSP.

 » Sudhakar Yalamanchili (Georgia 
Tech) was the Program Committee 
Co-Chair for the IEEE International 
Symposium on Workload Characteri-

zation (IISWC), 2015. 
 » Sudhakar Yalamanchili (Georgia 

Tech) was the Program Vice Chair (Ar-
chitecture) for the IEEE International 
Conference on High Performance 
Computing (HiPC), 2015.

 » Phil Gibbons (CMU) is the Editor-in-
Chief for ACM TOPC, Associate Edi-
tor for JACM & IEEE TCC and on the 
SPAA Steering Committee.

 » Phil Gibbons (CMU) was a EuroSys’16 
program committee member.

 » Calton Pu (Georgia Tech) was elected 
an IEEE Fellow in November 2015.

2016 Quarter 1
 » Mor Harchol-Balter (CMU) presented 

“Towards Better Dispatching Policies 
for Server Farms: How Replication 
can Help” at Google, Mountainview.   

 » Mor Harchol-Balter (CMU) presented 
“Queueing with Redundant Requests: 
First Exact Analysis” at the University 
of Southern California.  

 » Mor Harchol-Balter (CMU) presented 
“The Power of d Choices for Job Rep-
lication” at the Information Theory 
and Applications Workshop (ITA), San 
Diego, CA.  

 » Mor Harchol-Balter was on sabbati-
cal for Spring 2016 at U.C. Berkeley 
working on research modeling the 
benefits of replicating jobs to multiple 
servers.

2016 Quarter 2 
 » Mor Harchol-Balter (CMU) gave the 

ACM Sigmetrics Keynote Presentation 
on “Smarter Task Assignment for Serv-
er Farms via Replication.”

 » Mor Harchol-Balter’s student Sherwin 
Doroudi (CMU) graduated with a PhD. 
and accepted a position as a tenure-

Ion Stoica (UC Berkeley) talks about his work on “Dis-
cretized Streams: Fault-Tolerant Streaming Computa-
tion at Scale” at the 2013 Retreat.



September 2016 5

Year in Review
track assistant professor in ISE at Uni-
versity of Minnesota 

 » Phil Gibbons (CMU) served on the 
committee for the 16th ACM Europe-
an Conference on Computer Systems 
(EuroSys’16).

 » Phil Gibbons (CMU)  gave a keynote 
talk on “What’s So Special about Big 
Learning?…A Distributed Systems Per-
spective”, at the 36th IEEE Internation-
al Conference on Distributed Comput-
ing Systems (ICDCS’16), Nara, Japan, 
June 28, 2016.

 » Ling Liu and Calton Pu (Georgia Tech) 
received amplifying funding from NSF 
for  SaTC Medium: Privacy-Preserving 
Computing in Big Data Cloud.

 » Ada Gavrilovska (Georgia Tech) pre-
sented the keynote address on “Impli-
cation of Heterogeneous Memories in 
Next Generation Server Systems”, at 
the 25th Intenational Symposium on 
High Performance Parallel and Dis-
tributed Computing (HPDC’16), Kyo-
to, Japan, Jun. 2016. 

 » Mor Harchol-Balter (CMU) presented 
“Smarter Task Assignment for Server 
Farms via Replication” at the Simons 
Institute, U.C. Berkeley.  

 » Mor Harchol-Balter (CMU) was the 
Distinguished Speaker at the Informa-
tion Modeling and Control of Com-
plex Systems Workshop and presented 
“Queueing with Redundant Requests: 
First Exact Analysis.” 

 » Mor Harchol-Balter (CMU) presented 
“Towards Better Dispatching Policies 
for Server Farms: How Replication can 
Help” at UC Berkeley.

 » Sudhakar Yalamanchili (Georgia 
Tech) presented “New Rules: Sustain-
ing Performance Scaling in a Physical 

World,” to the Department of Electri-
cal Engineering, University of South-
ern California, April 2016.

 » Sudhakar Yalamanchili (Georgia Tech) 
presented “When is Energy Not Equal 
To Time: Understanding Energy Scal-
ing with eAudit,” at the SIAM Confer-
ence on Parallel Processing for Scien-
tific Computing, Paris, France, April 
2016.

 » Ada Gavrilovska (Georgia Tech) 
was the invited speaker presenting 
“Rearchitecting Systems Software for 
Memory Heterogeneity and Scale”, 
at the Salishan Conference on High 
Speed Computing, Gleneden Beach, 
OR, Apr. 2016.

 » Ada Gavrilovska (Georgia Tech) pre-
sented the keynote address on “Vir-
tualizing the Edge of the Cloud – The 
New Frontier”, at the 12th ACM SIG-
PLAN/SIGOPS International Confer-
ence on Virtual Execution Environments 
(VEE’16), Atlanta, GA, Apr. 2016.

 » Mor Harchol-Balter (CMU) presented 
“Queueing with Redundant Requests: 
First Exact Analysis” at Stanford Uni-
versity. 

2016 Quarter 3 
 » Mor Harchol-Balter (CMU) was the 

Keynote Spreaker at CanQueue 
2016, held at McMaster University in 
Hamilton, Ontario.

 » Ling Liu  (Georgia Tech) is the PC chair 
for the IEEE 2017 Int’l Conf. on Dis-
tributed Computing Systems (ICDCS), 
In Atlanta, GA, June 2017. 

 » Ling Liu (Georgia Tech) is the PC co-
chair for the IEEE Int. Conf. on Big 
Data, Dec. 2016 in Washington D.C.

 » Phil Gibbons (CMU) is serving on the 
committee for the 12th Usenix Sym-
posium on Operating Systems Design 
and Implementation (OSDI’16).

 » Phil Gibbons (CMU) served on the 
committee for the 27th ACM Sympo-
sium on Parallelism in Algorithms and 
Architectures (SPAA’16). 

 » Phil’s student Dimitris Konomis in-
terned at Intel this summer.

 » Phil Gibbons (CMU) gave a keynote 
talk at the 35th ACM Symposium on 
Principles of Distributed Computing 
(PODC’16) in July.

 » Wenqi Cao, Semih Sahin, Ling Liu, 
and  Xianqiang Bao (Georgia Tech) 
received the Best Student Paper Award 
for “Evaluation and Analysis of In-

Memory Key-Value Systems” at the 
IEEE Big Data Congress (BigData 
2016).

 » Qi Zhang, Ling Liu, Jiangchun Ren, 
Gong Su and Arun Iyengar (Georgia 
Tech) were Winners of the Top 5 Picks 
for their paper “iBalloon: Efficient VM 
Memory Balancing as a Service” at the 
IEEE International Conference on Web 
Services (IEEE ICWS 2016). 

 » ISTC-supported Georgia Tech student 
Dipanjan Sengupta (advisor: Karsten 
Schwan) accepted a full time position 
at Intel Labs (Ted Willke’s group).

 » Georgia Tech student Jai Dayal (advi-
sors: Karsten Schwan, Matthew Wolf) 
accepted a full time position at Intel 
(Bob Wisniewski’s group).

 » Calton Pu is the Co-PC Chair of the 
2016 IEEE International Conference 
on Collaborative and Internet Com-
puting (CIC), the Co-PC Chair of the 
2016 IEEE BigData Congress, and the 
Co-PC Chair of the 2016 IEEE Inter-
national Conference on Information 
Reuse and Integration (IRI).

 » The paper “Performance Interference 
of Memory Thrashing in Virtualized 
Cloud Environments: A Study of con-
solidated n-Tier Applications” by  Jun-
hee Park, Qingyang Wang, Jack Li, 
Chien-An Lai, Tao Zhu and Calton Pu 
(Georgia Tech) received runner-up for 
Best Paper at the 2016 International 
Conference On Cloud Computing 
(IEEE CLOUD).

 » Mor Harchol-Balter (CMU) presented 
“Queueing with Redundant Requests:  
A More Realistic Model” at the IBM 
Spark Center, San Francisco, CA.

 » ISTC-CC stakeholders meeting sum-
marizing the 5 years of the program. 

Wei Dai (CMU) describes his research on “PETUUM: An 
ML-Centric System for Big Learning” to interested ISTC-
CC retreat attendees.

Justin Meza describes his research on “Row Buffer Lo-
cality-Aware Caching Policy for Hybrid Memories” to an 
ISTC-CC Retreat guest.
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April 18, 2016 
Best Student Paper at Eurosys!

Congratulations 
to Alexey Tu-
manov, Timothy 
Zhu, Jun Woo 
Park, Michael 
A. Kozuch, Mor 
Harchol-Balter, 
and Gregory R. 
Ganger on win-
ning best student 
paper at ACM 
European Conference on Computer 
Systems, 2016 (EuroSys’16), 18-21 
April, 2016, London, UK for their work 
on “TetriSched: Global Rescheduling 
with Adaptive Plan-ahead in Dynamic 
Heterogeneous Clusters.” TetriSched 
leverages information supplied by the 
reservation system about jobs’ dead-
lines and estimated runtimes to con-
tinuously re-evaluate the immediate-
term scheduling plan for all pending 
jobs on each scheduling cycle.

March 11, 2016 
Best Paper at SDN-NVF 
Security!

Congratulations 
to Ming-Wei Shih, 
Mohan Kumar, 
Taesoo Kim, and 
Ada Gavrilovska 
on being award-
ed best paper 
for their work on 
“S-NFV: Securing 
NFV States by Us-
ing SGX,” at the 

ACM International Workshop on Se-
curity Software-Defined Networks and 
Network Function Virtualization (SDN-
NFV Security’16), New Orleans, LA, 
Mar. 2016. Their work proposes that a 
new protection scheme, S-NFV, that in-
corporates Intel Software Guard Exten-
sions (Intel SGX) to securely be used to 
isolate the states of NFV applications.

Jan 11, 2016 
First IEEE Symposium on Edge 
Computing (SEC 2016)

The First IEEE Symposium on Edge 
Computing (SEC 2016) is a new con-
ference that focuses on research per-

June 27, 2016 
Best Student Paper at BigData 
Congress!

Congratulations 
to Wenqi Cao, 
Semih Sahin, 
Ling Liu, and Xi-
anqiang Bao for 
being awarded 
best paper for 
their work on 
“Evaluation and 
Analysis of In-
Memory Key-Val-

ue Systems.” The paper was presented 
at the 2016 IEEE BigData Congress in 
San Francisco, USA and examines in-
memory data placement and process-
ing techniques, including data struc-
tures, caching, performance of read/
write operations, effects of different in-
memory data structures on throughput 
performance of big data workloads.

June 27, 2016 
A Top 5 Pick at ICWS!

Congratulations 
to Qi Zhang, Ling 
Liu, Jiangchun 
Ren, Gong Su, 
and Arun Iyen-
gar, whose paper 
“iBalloon: Effi-
cient VM Memory 
Balancing as a 
Service” was rec-
ognized as a Top 
5 Pick at the the IEEE International Con-
ference on Web Services (IEEE ICWS 
2016) in San Francisco, CA in July. 

June 27, 2016 
Best Paper Runner-Up at IEEE 
Cloud

Congratulations to Junhee Park, Qing-
yang Wang, Jack Li, Chien-An Lai, 
Tao Zhu and Calton Pu on having 
their work on “Performance Interfer-
ence of Memory Thrashing in Virtual-
ized Cloud Environments: A Study of 
consolidated n-Tier Applications” rec-
ognized as a best paper runner-up at 
the 2016 International Conference On 
Cloud Computing (IEEE CLOUD), San 
Francisco, CA, USA.

May 10, 2016 
Shun Receives ACM Doctoral 
Dissertation Award

Julian Shun, who 
received his Ph.D. 
from the Com-
puter Science 
Department, is 
the winner of the 
Association for 
Computing Ma-
chinery’s (ACM) 
2015 Doctoral 
D i s s e r t a t i o n 
Award for his 
work describing new approaches for 
designing and implementing scalable 
parallel programs.

His dissertation, “Shared-Memory 
Parallelism Can Be Simple, Fast and 
Scalable,” was also awarded the SCS 
Doctoral Dissertation Award last year. 
Shun is now a post-doctoral researcher 
at the University of California at Berke-
ley, where he was awarded a Miller Re-
search Fellowship.

Shun earned a bachelor’s degree in 
computer science from the University of 
California, Berkeley. During the 2013-
2014 academic year at CMU, he re-
ceived a Facebook Graduate Fellowship.

He will receive the Doctoral Disserta-
tion Award and its $20,000 prize at 
the annual ACM Awards Banquet on 
June 11, in San Francisco. Financial 
sponsorship of the award is provided 
by Google Inc. 

--from CMU CSD News, by Byron Spice

ISTC-CC News

From L to R, Greg Ganger, CMU, Garth Gibson, CMU, 
Dave Andersen, CMU, Frans Kaashoek, MIT, and Ion 
Stoica, Berkeley, at the ISTC-CC Retreat.
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ISTC-CC News
taining to small data centers that are 
located at the edge of the Internet. 
Terms such as “cloudlets,” “micro data 
centers,” and “fog” have been used to 
refer to these edge-located data cent-
ers. They offer services at low end-
to-end latency and high end-to-end 
bandwidth to associated mobile de-
vices, IoT sensors, and end users. 

December 1, 2015 
Best Paper Nomination at 
CoNEXT

Congratulation to He Liu, Matthew 
K. Mukerjee, Conglong Li, Nicolas 
Feltman, George Papen, Stefan Sav-
age, Srinivasan Seshan, Geoffrey M. 
Voelker, David G. Andersen, Michael 
Kaminsky, George Porter, and Alex 
C. Snoeren on having their work on 
“Scheduling Techniques for Hybrid 
Circuit/Packet Networks” nominated 
for best paper at the 11th International 
Conference on emerging Network-
ing EXperiments and Technologies 
(CoNEXT 2015), Heidelberg, Germa-
ny, December 2015.  

November 25, 
2015 
Calton Pu 
Named IEEE 
Fellow

Calton Pu, the 
John P. Imlay, Jr., 
Chair in Soft-
ware in the Geor-

gia Institute of Technology’s College 
of Computing, and a 1986 UW CSE 

Ph.D. alum, was recognized “for con-
tributions to system software speciali-
zation, information security, and ser-
vices computing.”

November 15, 2015 
Best Student Paper Nomination 
at SC 15

Congratulations to Dipanjan Sengup-
ta,  Shuaiwen Leon Song, Kapil Agar-
wal and Karsten Schwan for having 
their work on “GraphReduce: process-
ing large-scale graphs on accelerator-
based systems” nominated for best 
student paper at the International Con-
ference for High Performance Comput-
ing, Networking, Storage and Analysis 
(SC ’15) Austin, TX, Nov 2015.

August 27, 2015 
Best Paper Award at SoCC!

Congratulations 
to Jinliang Wei 
Wei Dai, Aurick 
Qiao, Qirong Ho, 
Henggang Cui, 
Gregory R. Gang-
er, Phillip B. Gib-
bons, Garth A. 
Gibson, and Eric 
P. Xing on winning 
one of two awards 
for Best Paper at the 2015 ACM Sym-
posium on Cloud Computing, held 
on the Kohala Coast, HI. Their paper 
Managed Communication and Con-
sistency for Fast Data-Parallel Iterative 
Analytics presents Bösen, a system that 
maximizes network communication ef-
ficiency under a given intermachine 

network bandwidth budget to mini-
mize accumulated error, while ensur-
ing theoretical convergence guaran-
tees for large-scale data-parallel ML 
applications.

IN MEMORIAM 
Karsten Schwan

Regents’ Pro-
fessor Karsten 
Schwan, a pro-
lific researcher 
and faculty lead-
er in the School 
of Computer 
Science at the 
Georgia Institute 
of Technology, 
passed away 

Sept. 28, 2015, following a battle with 
cancer.

Karsten taught in Georgia Tech’s Col-
lege of Computing since 1988, and 
along with family, leaves behind more 
than 70 Ph.D. students to remember 
him. He was involved in nine active re-
search projects, participated in writing 
26 software systems, and had a legacy 
of 276 published writings in books, 
journals, and conference proceedings. 
He was co-director of the Center for 
Experimental Research in Computer 
Systems (CERCS) and of the Interac-
tive High-Performance Computation 
Laboratory at Georgia Tech, as well 
as associate editor of two professional 
journals. Karsten was an irreplaceable 
collaborator and leader for the ISTC-
CC and we are deeply saddened by 
his loss.

Program Director’s Corner
It has been a great last year for 
the Cloud Computing Center.  I 
want to personally thank all the 
professors, students and Intel re-
searchers for the time they put in 
to make this center the success 
it has been. Cloud computing is 

central to Intel’s future growth. My hope is that 
technologies developed, matured and cultivated 
through the center will continue to have an im-
pact both at Intel and in the open source com-
munity for years to come.

Jeff Parkhurst, Intel
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GraphIn: An Online High 
Performance Incremental 
Graph Processing Framework

Dipanjan Sengupta, Narayanan 
Sundaram, Xia Zhu, Theodore L. 
Willke, Jeffrey Young, Matthew Wolf,  
Karsten Schwan, 

22nd International European Confer-
ence on Parallel and Distributed Com-
puting Euro-Par, Aug. 2016. 

The massive explosion in social net-
works has led to a significant growth in 
graph analytics and specifically in dy-
namic, time-varying graphs. Most pri-
or work processes dynamic graphs by 
first storing the updates and then re-
peatedly running static graph analytics 
on saved snapshots. To handle the ex-
treme scale and fast evolution of real-
world graphs, we propose a dynamic 
graph analytics framework, GraphIn, 
that incrementally processes graphs 
on-the-fly using fixed-sized batches 
of updates. As part of GraphIn, we 
propose a novel programming model 
called I-GAS (based on gather-apply-
scatter programming paradigm) that 
allows for implementing a large set of 
incremental graph processing algo-
rithms seamlessly across multiple CPU 
cores. We further propose a property-
based, dual-path execution model to 
choose between incremental or static 
computation. Our experiments show 
that for a variety of graph inputs and 
algorithms, GraphIn achieves up to 
9.3 million updates/sec and over 
400×× speedup when compared to 
static graph recomputation.

A Better Model for Job 
Redundancy: Decoupling Server 
Slowdown and Job Size 

Kristen Gardner, Mor Harchol-Balter, 
Alan Scheller-Wolf 

IEEE Modeling, Analysis and Simula-
tion of Computer and Telecommunica-
tion Systems (MASCOTS 2016), Lon-
don, UK, September 2016. 

Recent computer systems research has 
proposed using redundant requests to 
reduce latency. The idea is to replicate 
a request so that it joins the queue at 
multiple servers. The request is consid-

ered complete as soon as any one copy 
of the request completes. Redundancy 
is beneficial because it allows us to 
overcome server-side variability – the 
fact that the server we choose might be 
temporarily slow due to factors such as 
background load, network interrupts, 
and garbage collection. When there is 
significant server-side variability, rep-
licating requests can greatly reduce 
response times. In the past few years, 
queueing theorists have begun to study 
redundancy, first via approximations, 
and, more recently, via exact analysis. 
Unfortunately, for analytical tractabil-
ity, most existing theoretical analysis 
has assumed an Independent Runt-
imes (IR) model, wherein the replicas 
of a job each experience independ-
ent runtimes (service times) at differ-
ent servers. The IR model is unrealistic 
and has led to theoretical results which 
can be at odds with computer systems 
implementation results. This paper in-
troduces a much more realistic model 
of redundancy. Our model allows us to 
decouple the inherent job size (X) from 
the server-side slowdown (S), where we 
track both S and X for each job. Analy-
sis within the S, X model is, of course, 
much more difficult. Nevertheless, we 
design a policy, Redundant-to- Idle-
Queue (RIQ) which is both analytically 
tractable within the S, X model and has 
provably excellent performance.

JVM Configuration Management 
and Its Performance Impact for 
Big Data Applications

Semih Sahin, Wenqi Cao, Qi Zhang 
and Ling Liu

IEEE 2016 Big Data Congress (BigDa-
ta 2016). June 27 - July 2, 2016, San 
Francisco, USA.

Big data applications are typically pro-
grammed using garbage collected lan-
guages, such as Java, in order to take 
advantage of garbage collected mem-
ory management, instead of explicit 
and manual management of applica-
tion memory, e.g., dangling pointers, 
memory leaks, dead objects. However, 
application performance in Java like 
garbage collected languages is known 
to be highly correlated with the heap 
size and performance of language 
runtime such as Java Virtual Machine 

(JVM). Although different heap resizing 
techniques and garbage collection al-
gorithms are proposed, most of existing 
solutions require modification to JVM, 
guest OS kernel, host OS kernel or hy-
pervisor. In this paper, we evaluate and 
analyze the effects of tuning JVM heap 
structure and garbage collection pa-
rameters on application performance, 
without requiring any modification to 
JVM, guest OS, host OS and hypervi-
sor. Our extensive measurement study 
shows a number of interesting obser-
vations: (i) Increasing heap size may 
not increase application performance 
for all cases and at all times; (ii) Heap 
space error may not necessarily indi-
cate that heap is full; (iii) Heap space 
errors can be resolved by tuning heap 
structure parameters without enlarg-
ing heap; and (iv) JVM of small heap 
sizes may achieve the same applica-
tion performance by tuning JVM heap 
structure and GC parameters without 
any modification to JVM, VM and OS 
kernel. We conjecture that these results 
can help software developers of big 
data applications to achieve high per-
formance big data computing by bet-
ter management and configuration of 
their JVM runtime.

Parallel Shortest Paths Using 
Radius Stepping

Guy Blelloch, Yan Gu, Yihan Sun, 
Kanat Tangwongsan

28th ACM Symposium on Parallelism 
in Algorithms and Architectures. July 
11-13, 2016. Asilomar State Beach, 
California, USA.

The single-source shortest path prob-
lem (SSSP) with nonnegative edge 
weights is notoriously difficult to solve 
efficiently in parallel — it is one of the 
graph problems said to suffer from 
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the transitive-closure bottleneck. Yet, 
in practice, the Δ-stepping algorithm 
of Meyer and Sanders (J. Algorithms, 
2003) often works efficiently but has 
no known theoretical bounds on gen-
eral graphs. The algorithm takes a se-
quence of steps, each increasing the 
radius by an user-specified value Δ. 
Each step settles the vertices in its an-
nulus but can take Θ(n) substeps, each 
requiring Θ(m) work (n vertices and m 
edges). 

Building on the success of Δ-stepping, 
this paper describes Radius-Stepping, 
an algorithm with one of the best-
known tradeoffs between work and 
depth bounds for SSSP with nearly-
linear (Õ(m)) work. The algorithm is 
a Δ-stepping-like algorithm but uses 
a variable instead of a fixed-size in-
crease in radii, allowing us to prove 
a bound on the number of steps. In 
particular, by using what we define 
as a vertex k-radius, each step takes 
at most k+2 substeps. Furthermore, 
we define a (k, ρ)-graph property and 
show that if an undirected graph has 
this property, then the number of steps 
can be bounded by O(n/ρ ∙ log ρL), 
for a total of O(kn/ρ ∙ log ρL) substeps, 
each parallel. We describe how to pre-
process a graph to have this property. 
Altogether, for an arbitrary input graph 
with n vertices and m edges, Radius-
Stepping, after preprocessing, takes 
O((m + nρ) log n) work and O(n/ρ ∙ 
log n log(ρL)) depth per source. The 
preprocessing step takes O(m log n + 
nρ2) work and O(ρ log ρ) depth, add-
ing no more than O(nρ) edges.

Just Join for Parallel Ordered 
Sets

Guy Blelloch, Daniel Ferizovic, and 
Yihan Sun

28th ACM Symposium on Parallelism 
in Algorithms and Architectures. July 
11-13, 2016. Asilomar State Beach, 
California, USA.

Ordered sets (and maps when data 
is associated with each key) are one 
of the most important and useful data 
types. The set-set functions union, in-
tersection and difference are particu-
larly useful in certain applications. 
Brown and Tarjan first described an 

algorithm for these functions, based 
on 2-3 trees, that meet the optimal 
Θ(m log (n/m + 1)) time bounds in the 
comparison model (n and m ≤ n are 
the input sizes). Later Adams showed 
very elegant algorithms for the func-
tions, and others, based on weight-
balanced trees. They only require a 
single function that is specific to the 
balancing scheme—a function that 
joins two balanced trees—and hence 
can be applied to other balancing 
schemes. Furthermore the algorithms 
are naturally parallel. However, in the 
twenty-four years since, no one has 
shown that the algorithms, sequential 
or parallel are asymptotically work op-
timal. 

In this paper we show that Adams’ al-
gorithms are both work efficient and 
highly parallel (polylog span) across 
four different balancing schemes—
AVL trees, red-black trees, weight bal-
anced trees and treaps. To do this we 
use careful, but simple, algorithms 
for JOIN that maintain certain invari-
ants, and our proof is (mostly) generic 
across the schemes. 

To understand how the algorithms 
perform in practice we have also 
implemented them (all code except 
JOIN is generic across the balancing 
schemes). Interestingly the implemen-
tations on all four balancing schemes 
and three set functions perform simi-
larly in time and speedup (more than 
45x on 64 cores). We also compare 
the performance of our implementa-
tion to other existing libraries and al-
gorithms.

A Utility-Aware Approach to 
Redundant Data Upload in 
Cooperative Mobile Cloud

Ji Wang, Xiaomin Zhu, Weidong Bao,  
Ling Liu

IEEE International Conference on 
Cloud Computing (IEEE Cloud 2016), 
June 27-July 2, 2016, San Francisco, 
USA.

With the proliferation of mobile de-
vices and the improvement of wireless 
communication technology, an in-
creasing number of mobile devices are 
utilized for emergency management 
and healthcare monitoring. Redundant 
data upload to the cloud datacenters 
is gaining growing interest and attrac-
tion. One of the main challenges for 
redundant data upload in the coop-
erative mobile cloud is the optimiza-
tion problem of how to provide high 
utility and high energy efficiency for 
data upload in the presence of inter-
mittent connectivity and unpredictable 
bandwidth of wireless and mobile net-
work. In this paper, we formulate the 
problem of redundant data upload in 
the cooperative mobile cloud as an 
energy-constrained utility maximiza-
tion problem that aims at maximizing 
the amount of effective data uploaded 
under the energy consumption con-
straints. We propose an online dis-
tributed approach to enabling mobile 
devices to optimally make upload deci-
sions without depending on the current 
state information of other devices and 
the prior knowledge of its own future 
context. We provide a rigorous theoret-
ical analysis and an extensive suite of 
simulation experiments to demonstrate 
the effectiveness and superiority of our 
approach.

Persistence and Recovery for 
In-Memory NoSQL services: A 
Measurement Study 

Xianqiang Bao, Ling Liu, Nong Xiao, 
Yutong Lu, Wenqi Cao 

Proceedings of the IEEE International 
Conference on Web Services (IEEE 
ICWS 2016), June 27 - July 2, 2016. 

NoSQL systems are deployed as the 

Recent Publications

continued on pg. 10The throughput of load with different overhead.

5.E+04
4.E+04
3.E+04
2.E+04
1.E+04
0.E+04

NoSave
Snapshot
AOF-No
AOF-Everysec
AOF-Always
Memcached

(a) Light load

1 13 25 37 49 61 73 85 97 10
9

12
1

13
3

14
5

15
7

16
9

18
1

19
3

20
5

21
7

22
9

24
1

25
3

26
5

27
7

28
9

30
1

31
3

32
5

33
7

34
9

36
1

37
3

38
5

39
7

40
9

(b) Heavy load

Th
ro

ug
hp

ut
 (o

ps
/s

ec
)

Th
ro

ug
hp

ut
 (o

ps
/s

ec
)

5.E+04
4.E+04
3.E+04
2.E+04
1.E+04
0.E+04

1 5 9 13 17 21 25 29 33 37 41 45 49 53 57 61 65 69 73 77 81 85 89 93 97 10
1

10
5

10
9

11
3

11
7

12
1

12
5

12
9

13
3

13
7

14
1

NoSave
Snapshot
AOF-No
AOF-Everysec
AOF-Always
Memcached



ISTC-CC Update10

core components for delivering big 
data Web services today. With growing 
main memory capacity, we witness the 
growing interest and deployment of in-
memory NoSQL services (IM-NoSQL), 
which are designed to maximize the 
utilization of DRAM for ultralow latency 
services. To address the volatility of 
DRAM for inmemory computing servic-
es, persistence and failure recovery are 
important functionality for IM-NoSQL. 
In this paper we report an extensive 
measurement study on the perfor-
mance of persistence and recovery 
for IM-NoSQL. We evaluate the per-
formance and effectiveness of several 
common mechanisms used for persis-
tence and recovery in the presence of 
server crashes, such as snapshot and 
logging based approaches. Through 
this study, we are able to answer some 
of the most frequently asked questions 
in provisioning of IM-NoSQL services: 
(i) Can an IM-NoSQL system work ef-
fectively when the available memory is 
insufficient to load the whole dataset? 
(ii) What is the overhead of maintain-
ing snapshot compared to logging? 
(iii) How fast an IM-NoSQL system can 
recover in the presence of failure? And 
(iv) how does an IM-NoSQL system 
respond to the different persistence 
models? We report our comprehensive 
measurement results on execution, 
persistence and recovery performance 
of Redis, a representative implementa-
tion of IM-NoSQL services.

iBalloon: Efficient VM Memory 
Balancing as a Service

Qi Zhang, Ling Liu, Jiangchun Ren, 
Gong Su, Arun Iyengar

IEEE International Conference on Web 
Services (IEEE ICWS 2016). Acceptance 
Rate: 13%. June 27 - July 2, 2016, San 
Francisco, USA.

Dynamic VM memory management via 
the balloon driver is a common strat-
egy to manage the memory resources 
of VMs under changing workloads. 
However, current approaches rely on 
kernel instrumentation to estimate the 
VM working set size, which usually re-
sult in high run-time overhead. Thus 
system administrators have to tradeoff 
between the estimation accuracy and 
the system performance. This paper 

presents iBalloon, a light-weight, accu-
rate and transparent prediction based 
mechanism to enable more customiz-
able and efficient ballooning policies 
for rebalancing memory resources 
among VMs. Experiment results from 
well known benchmarks such as Daca-
po and SPECjvm show that iBalloon is 
able to quickly react to the VM memory 
demands, provide up to 54% perfor-
mance speedup for memory intensive 
applications running in the VMs, while 
incurring less than 5% CPU overhead 
on the host machine as well as the 
VMs.

Parallelism in Randomized 
Incremental Algorithms

Guy Blelloch, Yan Gu, Julian Shun, 
Yihan Sun

SPAA 2016. 28th ACM Symposium on 
Parallelism in Algorithms and Archi-
tectures. July 11-13, 2016. Asilomar 
State Beach, California, USA.

In this paper we show that many se-
quential randomized incremental 
algorithms are in fact parallel. We 
consider several random incremental 
algorithms including algorithms for 
comparison sorting and Delaunay tri-
angulation; linear programming, clos-
est pair, and smallest enclosing disk in 
constant dimensions; as well as least-
element lists and strongly connected 
components on graphs. 

We analyze the dependence between 
iterations in an algorithm, and show 
that the dependence structure is shal-
low for all of the algorithms, imply-

ing high parallelism. We identify 
three types of dependences found in 
the algorithms studied and present a 
framework for analyzing each type of 
algorithm. Using the framework gives 
work-efficient polylogarithmic-depth 
parallel algorithms for most of the 
problems that we study. Some of these 
algorithms are straightforward (e.g., 
sorting and linear programming), 
while others are more novel and re-
quire more effort to obtain the desired 
bounds (e.g., Delaunay triangulation 
and strongly connected components). 
The most surprising of these results is 
for planar Delaunay triangulation for 
which the incremental approach is by 
far the most commonly used in prac-
tice, but for which it was not previously 
known whether it is theoretically effi-
cient in parallel.

Parallel Algorithms for 
Asymmetric Read-Write Costs

Naama Ben-David, Guy E. Blelloch, 
Jeremy T. Fineman, Phillip B. Gibbons, 
Yan Gu, Charles McGuffey, Julian 
Shun

28th ACM Symposium on Parallelism 
in Algorithms and Architectures. July 
11-13, 2016. Asilomar State Beach, 
California, USA.

Motivated by the significantly higher 
cost of writing than reading in emerg-
ing memory technologies, we consider 
parallel algorithm design under such 
asymmetric read-write costs, with the 
goal of reducing the number of writes 
while preserving work-efficiency and 
low span. We present a nested-parallel 
model of computation that combines 
(i) small per-task stack-allocated mem-
ories with symmetric read-write costs 
and (ii) an unbounded heap-allocated 
shared memory with asymmetric read-
write costs, and show how the costs in 
the model map efficiently onto a more 
concrete machine model under a work-
stealing scheduler. We use the new 
model to design reduced-write, work-
efficient, low-span parallel algorithms 
for a number of fundamental prob-
lems such as reduce, list contraction, 
tree contraction, breadth-first search, 
ordered filter, and planar convex hull. 
For the latter two problems, our algo-
rithms are output-sensitive in that the 
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work and number of writes decrease 
with the output size. We also present 
a reduced-write, low-span minimum 
spanning tree algorithm that is nearly 
work-efficient (off by the inverse Ack-
ermann function). Our algorithms re-
veal several interesting techniques for 
significantly reducing shared memory 
writes in parallel algorithms without 
asymptotically increasing the number 
of shared memory reads.

ESI-Cloud: Extending Virtual 
Machine Introspection for 
Integrating Multiple Security 
Services

Jiangchun Ren, Ling Liu, Da Zhang, 
Huazhe Zhou, Qi Zhang

IEEE International Conference on 
Cloud Computing (IEEE Cloud 2016). 
June 27 - July 2, 2016, San Francisco, 
USA.

The cloud computing has become 
the most popular service model with 
a proven ability to reduce costs and 
improve resource efficiency. However 
cloud platform also suffer from po-
tent attacks from internal and external 
environment. The cooperation with 
Managed Security Service Providers 
(MSSPs) has becoming a compelling 
solution to the security and privacy 
risks in the cloud platform. But it is 
difficult to deploy and manage a va-
riety of security service efficiently and 
effectively. In this paper, we propose 
a novel framework, ESI-Cloud (Easy 
Security services Integration Cloud), 
to facilitate the integration of multi-
ple managed security services into a 
cloud computing platform. ESI-Cloud 

utilizes virtual machine introspection 
to monitor and analyze the guest VMs 
execution information. It also provides 
a client library with rich APIs and a 
management console to the managed 
security service providers (MSSPs), with 
which multiple security services can be 
easily integrated into the basic cloud 
platform. We have implemented ESI-
Cloud in the Xen hypervisor platform 
and evaluated the system functionality 
and performance.

Evaluation and Analysis of In-
Memory Key-Value Systems

Wenqi Cao, Semih Sahin, Ling Liu, 
Xianqiang Bao

IEEE Big Data Congress (BigData 
2016). June 27 - July 2, 2016, San 
Francisco, USA.

This paper presents an in-depth meas-
urement study of in-memory key-value 
systems. We examine in-memory data 
placement and processing techniques, 
including data structures, caching, 
performance of read/write operations, 
effects of different in-memory data 
structures on throughput performance 
of big data workloads. Based on the 
analysis of our measurement results, 
we attempt to answer a number of 
challenging and yet most frequently 
asked questions regarding in-memory 
key-value systems, such as how do in-
memory key-value systems respond to 
the big data workloads, which exceeds 
the capacity of physical memory or the 
pre-configured size of in-memory data 
structures? How do in-memory key val-
ue systems maintain persistency and 
manage the overhead of supporting 
persistency? why do different in-mem-
ory keyvalue systems show different 
throughput performance? and what 
types of overheads are the key perfor-
mance indicators? We conjecture that 
this study will benefit both consumer 
and providers of big data services and 
help big data system designers and 
users to make more informed decision 
on configurations and management of 
key-value systems and on parameter 
turning for speeding up the execution 
of their big data applications.

PVSAE: A Public Verifiable 
Searchable Encryption Service 

Framework for Outsourced 
Encrypted Data

Rui Zhang, Rui Xue, Ting Yu, Ling Liu

IEEE International Conference on Web 
Services (IEEE ICWS 2016), June 27-
July 2, 2016, San Francisco, USA. June 
27 - July 2, 2016, San Francisco, USA.

Outsource encrypted data is a popular 
trend for storing sensitive data in third 
party clouds. Many cloud applications 
need privacy preserving data encryp-
tion services with two capabilities: On 
one hand, they need querying over en-
crypted data in Web based data host-
ing services. On the other hand, they 
also need to keep the query keywords 
and associated search operations pri-
vate such that data hosting service pro-
viders cannot gain access to unauthor-
ized content or trace and infer sensitive 
data stored in the third party data host-
ing servers. In this paper we present 
a novel service oriented framework for 
verifiable searchable asymmetric en-
cryption, called PVSAE. PVSAE offers 
strong support for outsourced encrypt-
ed data with two formal security prop-
erties in terms of IND-CKA security and 
search pattern privacy. Our framework 
supports two concrete PVSAE schemes. 
The first scheme l-PVSAE is based on 
the l-dimensional vectors and achieves 
strong security notions, namely statis-
tical IND-CKA security and statistical 
search pattern privacy. The second 
scheme 3-PVSAE is a light-weight ver-
sion based on 3-dimensional vectors. 
3-PVSAE maintains the strong security 
properties and offers higher efficiency 
for search over encrypted data com-
pared with existing verifiable search-
able asymmetric encryption schemes. 
We experimentally evaluate the pro-
posed PVSAE schemes and show that 
they not only offer strong security but 
also are practical and deployable.

Uncertainty-Aware Real-Time 
Workflow Scheduling in the 
Cloud

Huangke Chen, Xiaomin Zhu, Dishan 
Qiu, Ling Liu 

IEEE International Conference on 
Cloud Computing (IEEE Cloud 2016). 
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June 27 - July 2, 2016, San Francisco, 
USA.

Scheduling real-time workflows run-
ning in the Cloud often need to deal 
with uncertain task execution times 
and minimize uncertainty propagation 
during the workflow runtime. Efficient 
scheduling approaches can minimize 
the operational cost of Cloud provid-
ers and provide higher guarantee of 
the quality of services (QoSs) for Cloud 
consumers. However, most of the exist-
ing workflow scheduling approaches is 
designed for the individual workflow 
runtime environments that are deter-
ministic. Such static workflow sched-
ulers are inadequate for multiple and 
dynamic workflows, each with possi-
bly uncertain task execution times. In 
this paper, we address the problem of 
minimizing uncertainty propagation 
in real-time workflow scheduling. We 
first introduce an uncertainty-aware 
scheduling architecture to mitigate 
the impact of uncertainty factors on 
the quality of workflow schedules. 
Then we present a dynamic workflow 
scheduling algorithm (PRS) that can 
dynamically exploit proactive and re-
active scheduling methods. Finally, we 
conduct extensive experiments using 
real-world workflow traces and our ex-
perimental results show that PRS out-
performs two representative schedul-
ing algorithms in terms of costs (up to 
60%), resource utilization (up to 40%) 
and deviation (up to 70%).

Tenants-Attested Trusted Cloud 
Service

Jiangchun Ren, Ling Liu, Da Zhang, 
Qi Zhang, Haihe Ba

IEEE International Conference on Ser-
vices Computing (IEEE SCC 2016), June 
27-July 2, 2016, San Francisco, CA.

Cloud computing has successfully 
enabled large scale computing to be 
offered as pay-as-you-go services to 
many enterprise and individual ten-
ants. However, the trust on public cloud 
services has been a sensitive issue for 
both cloud tenants and cloud service 
providers (CSPs). Tenants tend to worry 
about losing the total control over their 
codes and data hosted on remote serv-
ers. Public cloud providers often fear 

that the applications uploaded by their 
tenants may carry vicious codes, which 
may cause serious violations of securi-
ty and privacy on their cloud platforms. 
This trust issue has slowed down the 
wide deployment of public clouds 
and hindered the promises of cloud 
computing for both CSPs and Cloud 
consumers. In this paper, we present 
Ta-TCS, a novel system framework for 
two-phase tenants attested trust vali-
dation and trust management over 
their remote VMs and cloud service 
executions. At the CSP end, we build 
a Minimal Trusted Environment (MTE) 
in VMM and an Integrity Verification 
& Report Service (IVRS) hosted in the 
control domain Dom0. At the tenant 
end, we deploy an Integrity Configura-
tion and Attestation Service (ICAS) in 
new framework. With Ta-TCS, tenants 
can configure and attest the integrity 
of their services, and Cloud providers 
can verify codes running on a guest 
VM by introspection. Tenants can also 
check whether the basic platform of 
Dom0 is trusted or not. This two phase 
trust establishment increases the level 
of mutual trust between tenants and its 
CSP. We implement the first prototype 
system of Ta-TCS on Xen platform, and 
most of our implementation mecha-
nisms can be deployed to some open-
source virtualization platforms such as 
KVM. Our evaluation results show that 
Ta-TCS is effective with negligible per-
formance overhead.

PARBOR: An Efficient System-
Level Technique to Detect Data-
Dependent Failures in DRAM

Samira Khan, Donghyuk Lee, Onur Mutlu

45th Annual IEEE/IFIP International 
Conference on Dependable Sys-
tems and Networks (DSN), Toulouse, 
France, June 28 - July 1 2016.

System-level detection and mitigation 
of DRAM failures offer a variety of 
system enhancements, such as better 
reliability, scalability, energy, and per-
formance. Unfortunately, systemlevel 
detection is challenging for DRAM fail-
ures that depend on the data content 
of neighboring cells (data-dependent 
failures). DRAM vendors internally 
scramble/remap the system-level ad-
dress space. Therefore, testing data-
dependent failures using neighboring 
system-level addresses does not ac-
tually test the cells that are physically 
adjacent. In this work, we argue that 
one promising way to uncover data-
dependent failures in the system is to 
determine the location of physically 
neighboring cells in the system ad-
dress space. Unfortunately, if done 
naively, such a test takes 49 days to 
detect neighboring addresses even in 
a single memory row, making it infea-
sible in real systems. 

We develop PARBOR, an efficient sys-
tem-level technique that determines 
the locations of the physically neigh-
boring DRAM cells in the system ad-
dress space and uses this information 
to detect data-dependent failures. To 
our knowledge, this is the first work that 
solves the challenge of detecting data-
dependent failures in DRAM in the 
presence of DRAM-internal scrambling 
of system-level addresses. We experi-
mentally demonstrate the effectiveness 
of PARBOR using 144 real DRAM chips 
from three major vendors. Our experi-
mental evaluation shows that PARBOR 
1) detects neighboring cell locations 
with only 66-90 tests, a 745;654X 
reduction compared to the naive test, 
and 2) uncovers 21.9% more failures 
compared to a random-pattern test 
that is unaware of the neighbor cell 
locations. We introduce a new mech-
anism that utilizes PARBOR to reduce 
refresh rate based on the data content 
of memory locations, thereby improv-
ing system performance and efficiency. 
We hope that our fast and efficient sys-
tem-level detection technique enables 
other new ideas and mechanisms that 
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improve the reliability, performance, 
and energy efficiency of DRAM-based 
memory systems.

Transparent Offloading and 
Mapping (TOM): Enabling 
Programmer-Transparent Near-
Data Processing in GPU Systems

Kevin Hsieh, Eiman Ebrahimi, 
Gwangsun Kim, Niladrish Chatterjee, 
Mike O’Connor, Nandita Vijaykumar, 
Onur Mutlu, Stephen W. Keckler

43rd International Symposium on 
Computer Architecture (ISCA), Seoul, 
South Korea, June 18-22, 2016.

Main memory bandwidth is a critical 
bottleneck for modern GPU systems 
due to limited off-chip pin bandwidth. 
3D-stacked memory architectures 
provide a promising opportunity to 
significantly alleviate this bottleneck 
by directly connecting a logic layer to 
the DRAM layers with high bandwidth 
connections. Recent work has shown 
promising potential performance ben-
efits from an architecture that connects 
multiple such 3D-stacked memories 
and offloads bandwidth-intensive 
computations to a GPU in each of the 
logic layers. An unsolved key challenge 
in such a system is how to enable com-
putation ooading and data mapping 
to multiple 3D-stacked memories with-
out burdening the programmer such 
that any application can transparently 
benefit from near-data processing ca-
pabilities in the logic layer. 

Our paper develops two new mecha-
nisms to address this key challenge. 
First, a compiler-based technique 
that automatically identifies code to 
ooad to a logic-layer GPU based on 
a simple cost-benefit analysis. Sec-
ond, a software/hardware cooperative 
mechanism that predicts which mem-
ory pages will be accessed by ooaded 
code, and places those pages in the 
memory stack closest to the offloaded 
code, to minimize off-chip bandwidth 
consumption. We call the combination 
of these two programmer-transparent 
mechanisms TOM: Transparent Ooad-
ing and Mapping. 

Our extensive evaluations across a va-
riety of modern memoryintensive GPU 

workloads show that, without requir-
ing any program modification, TOM 
significantly improves performance 
(by 30% on average, and up to 76%) 
compared to a baseline GPU system 
that cannot offload computation to 
3D-stacked memories.

Understanding Latency 
Variation in Modern DRAM 
Chips: Experimental 
Characterization, Analysis, and 
Optimization

Kevin Chang, Abhijith Kashyap, 
Hasan Hassan, Samira Khan, Kevin 
Hsieh, Donghyuk Lee, Saugata 
Ghose, Gennady Pekhimenko, Tianshi 
Li, Onur Mutlu

ACM International Conference on Meas-
urement and Modeling of Computer 
Systems (SIGMETRICS), Antibes Juan-
Les-Pins, France, June 14-18, 2016.

Long DRAM latency is a critical per-
formance bottleneck in current sys-
tems. DRAM access latency is defined 
by three fundamental operations that 
take place within the DRAM cell array: 
(i) activation of a memory row, which 
opens the row to perform accesses; (ii) 
precharge, which prepares the cell ar-
ray for the next memory access; and 
(iii) restoration of the row, which re-
stores the values of cells in the row that 
were destroyed due to activation. There 
is significant latency variation for each 
of these operations across the cells of 
a single DRAM chip due to irregular-
ity in the manufacturing process. As a 
result, some cells are inherently faster 
to access, while others are inherently 
slower. Unfortunately, existing systems 
do not exploit this variation. 

The goal of this work is to (i) experi-
mentally characterize and understand 
the latency variation across cells within 
a DRAM chip for these three funda-
mental DRAM operations, and (ii) de-
velop new mechanisms that exploit our 
understanding of the latency variation 
to reliably improve performance. To 
this end, we comprehensively char-
acterize 240 DRAM chips from three 
major vendors, and make several new 
observations about latency variation 
within DRAM.We find that (i) there is 
large latency variation across the cells 
for each of the three operations; (ii) 
variation characteristics exhibit signifi-
cant spatial locality: slower cells are 
clustered in certain regions of a DRAM 
chip; and (iii) the three fundamental 
operations exhibit different reliabil-
ity characteristics when the latency of 
each operation is reduced. 

Based on our observations, we propose 
Flexible-LatencY DRAM (FLY-DRAM), a 
mechanism that exploits latency varia-
tion across DRAM cells within a DRAM 
chip to improve system performance. 
The key idea of FLY-DRAM is to exploit 
the spatial locality of slower cells with-
in DRAM, and access the faster DRAM 
regions with reduced latencies for the 
fundamental operations. Our evalua-
tions show that FLY-DRAM improves the 
performance of a wide range of appli-
cations by 13.3%, 17.6%, and 19.5%, 
on average, for each of the three dif-
ferent vendors’ real DRAM chips, in a 
simulated 8-core system. We conclude 
that the experimental characterization 
and analysis of latency variation within 
modern DRAM, provided by this work, 
can lead to new techniques that im-
prove DRAM and system performance.

Design Guidelines for High 
Performance RDMA Systems

Anuj Kalia, Michael Kaminsky, David 
G. Andersen

2016 USENIX Annual Technical Con-
ference (USENIX ATC’16), June 2016.

Modern RDMA hardware offers the 
potential for exceptional performance, 
but design choices including which 
RDMA operations to use and how to 
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use them significantly affect observed 
performance. This paper lays out 
guidelines that can be used by system 
designers to navigate the RDMA de-
sign space. Our guidelines emphasize 
paying attention to low-level details 
such as individual PCIe transactions 
and NIC architecture. We empirically 
demonstrate how these guidelines can 
be used to improve the performance 
of RDMA-based systems: we design 
a networked sequencer that outper-
forms an existing design by 50x, and 
improve the CPU efficiency of a prior 
high-performance key-value store by 
83%. We also present and evaluate 
several new RDMA optimizations and 
pitfalls, and discuss how they affect the 
design of RDMA systems.

Reducing the Storage Overhead 
of Main-Memory OLTP 
Databases with Hybrid Indexes

Huanchen Zhang, Andy Pavlo, David 
G. Andersen, Michael Kaminsky, Lin 
Ma, Rui Shen

ACM SIGMOD International Confer-
ence on Management of Data 2016 
(SIGMOD’16), June 2016.

Using indexes for query execution 
is crucial for achieving high perfor-
mance in modern on-line transaction 
processing databases. For a main-
memory database, however, these in-
dexes consume a large fraction of the 
total memory available and are thus a 
major source of storage overhead of 
in-memory databases. To reduce this 
overhead, we propose using a two-
stage index: The first stage ingests all 
incoming entries and is kept small for 
fast read and write operations. The in-
dex periodically migrates entries from 
the first stage to the second, which 
uses a more compact, read-optimized 
data structure. Our first contribution 
is hybrid index, a dual-stage index 
architecture that achieves both space 
efficiency and high performance. Our 
second contribution is Dual-Stage 
Transformation (DST), a set of guide-
lines for converting any order-preserv-
ing index structure into a hybrid index. 
Our third contribution is applying DST 
to four popular order-preserving index 
structures and evaluating them in both 
standalone microbenchmarks and a 

full in-memory DBMS using several 
transaction processing workloads. Our 
results show that hybrid indexes pro-
vide comparable throughput to the 
original ones while reducing the mem-
ory overhead by up to 70%.

Understanding Response Time 
in the Redundancy-d System 

Kristen Gardner, Samuel Zbarsky, 
Mark Velednitsky, Mor Harchol-Balter, 
Alan Scheller-Wolf 

Workshop on Mathematical Perfor-
mance Modeling and Analysis (MAMA 
2016), Antibes Juan-les-Pins, France, 
June 2016. 

An increasingly prevalent technique for 
improving response time in queueing 
systems is the use of redundancy. In a 
system with redundant requests, each 
job that arrives to the system is copied 
and dispatched to multiple servers. As 
soon as the first copy completes ser-
vice, the job is considered complete, 
and all remaining copies are deleted. 
A great deal of empirical work has 
demonstrated that redundancy can 
significantly reduce response time in 
systems ranging from Google’s BigTa-
ble service to kidney transplant wait-
lists. We propose a theoretical model 
of redundancy, the Redundancy- d sys-
tem, in which each job sends redun-
dant copies to d servers chosen uni-
formly at random. We derive the first 
exact expressions for mean response 
time in Redundancy-d systems with any 
finite number of servers. We also find 
asymptotically exact expressions for 
the distribution of response time as the 
number of servers approaches infinity.

The Power of d Choices for 
Redundancy 

Kristen Gardner, Samuel Zbarsky, Mor 
Harchol-Balter, Alan Scheller-Wolf 

Proceedings of ACM SIGMETRICS 
2016 Conference on Measurement 
and Modeling of Computer Systems 
Poster Paper, Antibes Juan-les-Pins, 
France, June 2016. 

An increasingly prevalent technique for 
improving response time in queueing 
systems is the use of redundancy. In a 
system with redundant requests, each 

job that arrives to the system is copied 
and dispatched to multiple servers. As 
soon as the first copy completes ser-
vice, the job is considered complete, 
and all remaining copies are deleted. 
A great deal of empirical work has 
demonstrated that redundancy can 
significantly reduce response time in 
systems ranging from Google’s BigTa-
ble service to kidney transplant wait-
lists. We propose a theoretical model 
of redundancy, the Redundancy- d sys-
tem, in which each job sends redun-
dant copies to d servers chosen uni-
formly at random. We derive the first 
exact expressions for mean response 
time in Redundancy- d systems with 
any finite number of servers. We also 
find asymptotically exact expressions 
for the distribution of response time 
as the number of servers approaches 
infinity.

Achieving One Billion Key-
Value Requests Per Second on a 
Single Server

Sheng Li, Hyeontaek Lim, Victor Lee, 
Jung Ho Ahn, Anuj Kalia, Michael 
Kaminsky, David G. Andersen, Seongil 
O, Sukhan Lee, Pradeep Dubey

IEEE Micro’s Top Picks from the Com-
puter Architecture Conferences 2016, 
May/June 2016. 

Distributed in-memory key-value stores 
(KVSs), such as memcached, have be-
come a critical data serving layer in 
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modern Internet-oriented datacenter 
infrastructure. Their performance and 
efficiency directly affect the QoS of 
web services and the efficiency of da-
tacenters. Traditionally, these systems 
have had significant overheads from 
inefficient network processing, OS 
kernel involvement, and concurrency 
control. Two recent research thrusts 
have focused upon improving key-
value performance. Hardware-centric 
research has started to explore spe-
cialized platforms including FPGAs for 
KVSs; results demonstrated an order 
of magnitude increase in throughput 
and energy efficiency over stock mem-
cached. Software-centric research re-
visited the KVS application to address 
fundamental software bottlenecks and 
to exploit the full potential of modern 
commodity hardware; these efforts too 
showed orders of magnitude improve-
ment over stock memcached. 

We aim at architecting high perfor-
mance and efficient KVS platforms, 
and start with a rigorous architectural 
characterization across system stacks 
over a collection of representative KVS 
implementations. Our detailed full-
system characterization not only iden-
tifies the critical hardware/software 
ingredients for high-performance KVS 
systems, but also suggests new op-
timizations to achieve record-setting 
throughput: 120 million requests per 
second (MRPS) (167 MRPS when with 
client-side batching) on a single com-
modity server. Our system delivers the 
best performance and energy efficien-
cy (RPS/watt) demonstrated to date with 
existing KVSs—including the bestpub-

lished FPGA-based and GPU-based 
claims. We propose a future manycore 
platform, and via detailed simulations 
demonstrate the capability of achieving 
a billion RPS with a single server con-
structed following our principles.

GPUShare: Fair-sharing 
Middleware for GPU Clouds 

Anshuman Goswami, Jeffrey Young, 
Karsten Schwan, Naila Farooqui, 
Ada Gavrilovska, Greg Eisenhauer, 
Matthew Wolf 

Workshop on Emerging Parallel and 
Distributed Runtime Systems and Mid-
dleware (IPDRM), in conjunction with 
IPDPS’16, Chicago, IL, May. 2016. 

Many new cloud-focused applica-
tions such as deeplearning and graph 
analytics have started to rely on the 
highcomputing throughput of GPUs, 
but cloud providers cannotcurrently 
support fine-grained time-sharing on 
GPUs to enablemulti-tenancy for these 
types of applications. Currently, sched-
ulingis performed by the GPU driver in 
combination with ahardware thread 
dispatcher to maximize utilization. 
However, when multiple applications 
with contrasting kernel running time-
sand high-utilization of the GPU need 
to be co-located, thisapproach unduly 
favors one or more of the applications 
at theexpense of others. This paper 
presents GPUShare, a middleware 
solution forGPU fair sharing among 
high-utilization, long-running applica-
tions. It begins by analyzing the sce-
narios under which thecurrent driver-
based multi-process scheduling fails, 
noting thatsuch scenarios are quite 
common. It then describes a software-
basedmechanism that can yield a ker-
nel before all of its threadshave run, 
thus giving finer control over the time 
slice for whichthe GPU is allocated to a 
process. In controlling time slices onthe 
GPU by yielding kernels, GPUShare 
improves fair GPUsharing across ten-
ants and outperforms the CUDA driver 
byup to 45% for two tenants and by 
up to 89% for more thantwo tenants, 
while incurring a maximum overhead 
of only 12%.Additional improvements 
are obtained from having a centrals-
cheduler that further smooths out dis-
parities across tenants’GPU shares im-

proving fair sharing by up to 92% for 
two tenantsand by up to 76% for more 
than two tenants.

A Case for Hierarchical Rings 
with Deflection Routing: 
An energy-efficient on-chip 
communication substrate

Rachata Ausavarungnirun, Chris 
Fallin, Xiangyao Yu, Kevin Kai-Wei 
Chang, Greg Nazario, Reetuparna 
Das, Gabriel H. Loh, Onur Mutlu

Parallel Computing, Volume 54, May 
2016, Pages 29-45, ISSN 0167-8191.

Hierarchical ring networks, which hi-
erarchically connect multiple levels of 
rings, have been proposed in the past 
to improve the scalability of ring inter-
connects, but past hierarchical ring de-
signs sacrifice some of the key benefits 
of rings by reintroducing more com-
plex in-ring buffering and buffered 
flow control. Our goal in this paper is 
to design a new hierarchical ring inter-
connect that can maintain most of the 
simplicity of traditional ring designs 
(i.e., no in-ring buffering or buffered 
flow control) while achieving high scal-
ability as more complex buffered hier-
archical ring designs. 

To this end, we revisit the concept of 
a hierarchical-ring network-on-chip. 
Our design, called HiRD (Hierarchical 
Rings with Deflection), includes critical 
features that enable us to mostly main-
tain the simplicity of traditional simple 
ring topologies while providing higher 
energy efficiency and scalability. First, 
HiRD does not have any buffering or 
buffered flow control within individ-
ual rings, and requires only a small 
amount of buffering between the ring 
hierarchy levels. When inter-ring buff-
ers are full, our design simply deflects 
flits so that they circle the ring and try 
again, which eliminates the need for 
in-ring buffering. Second, we introduce 
two simple mechanisms that together 
provide an end-to-end delivery guar-
antee within the entire network (despite 
any deflections that occur) without im-
pacting the critical path or latency of 
the vast majority of network traffic. 

Our experimental evaluations on a 
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wide variety of multiprogrammed and 
multithreaded workloads and synthetic 
traffic patterns show that HiRD attains 
equal or better performance at better 
energy efficiency than multiple ver-
sions of both a previous hierarchical 
ring design and a traditional single 
ring design. We also extensively ana-
lyze our design’s characteristics and 
injection and delivery guarantees. We 
conclude that HiRD can be a compel-
ling design point that allows higher 
energy efficiency and scalability while 
retaining the simplicity and appeal of 
conventional ring-based designs.

We aim at architecting high-perfor-
mance and efficient KVS platforms, 
and start with a rigorous architectural 
characterization across system stacks 
over a collection of representative KVS 
implementations. Our detailed full-sys-
tem characterization not only identifies 
the critical hardware/software ingredi-
ents for high-performance KVS systems 
but also leads to guided optimizations 
atop a recent design to achieve a re-
cord-setting throughput of 120 million 
requests per second (MRPS) (167MRPS 
with client-side batching) on a single 
commodity server. Our system deliv-
ers the best performance and energy 
efficiency (RPS/watt) demonstrated to 
date over existing KVSs including the 
best-published FPGA-based and GPU-
based claims. We craft a set of design 
principles for future platform archi-
tectures, and via detailed simulations 
demonstrate the capability of achiev-
ing a billion RPS with a single server 
constructed following our principles.

Full-Stack Architecting to 
Achieve a Billion Requests Per 
Second Throughput on a Single 
Key-Value Store Server Platform

Sheng Li, Hyeontaek Lim, Victor Lee, 
Jung Ho Ahn, Anuj Kalia, Michael 
Kaminsky, David G. Andersen, Seongil 
O, Sukhan Lee, Pradeep Dubey

ACM Transactions on Computer Sys-
tems (TOCS), Vol. 34, No. 2, April 
2016.

Distributed in-memory key-value stores 
(KVSs), such as memcached, have be-
come a critical data serving layer in 
modern Internet-oriented data center 

infrastructure. Their performance and 
efficiency directly affect the QoS of 
web services and the efficiency of data 
centers. Traditionally, these systems 
have had significant overheads from 
inefficient network processing, OS ker-
nel involvement, and concurrency con-
trol. Two recent research thrusts have 
focused on improving key-value per-
formance. Hardware-centric research 
has started to explore specialized 
platforms including FPGAs for KVSs; 
results demonstrated an order of mag-
nitude increase in throughput and en-
ergy efficiency over stock memcached. 
Software-centric research revisited the 
KVS application to address fundamen-
tal software bottlenecks and to exploit 
the full potential of modern commod-
ity hardware; these efforts also showed 
orders of magnitude improvement 
over stock memcached. 

GeePS: Scalable Deep Learning 
on Distributed GPUs with a 
GPU-Specialized Parameter 
Server

Henggang Cui, Hao Zhang, Gregory 
R. Ganger, Phillip B. Gibbons, and 
Eric P. Xing

ACM European Conference on Com-
puter Systems, 2016 (EuroSys’16), 18-
21 April, 2016, London, UK.

Large-scale deep learning requires 
huge computational resources to train 
a multi-layer neural network. Recent 
systems propose using 100s to 1000s 
of machines to train networks with tens 
of layers and billions of connections. 
While the computation involved can be 
done more efficiently on GPUs than on 
more traditional CPU cores, training 
such networks on a single GPU is too 
slow and training on distributed GPUs 

can be inefficient, due to data move-
ment overheads, GPU stalls, and limit-
ed GPU memory. This paper describes 
a new parameter server, called GeePS, 
that supports scalable deep learning 
across GPUs distributed among mul-
tiple machines, overcoming these ob-
stacles. We show that GeePS enables 
a state-of-the-art single-node GPU im-
plementation to scale well, such as to 
13 times the number of training images 
processed per second on 16 machines 
(relative to the original optimized 
single-node code). Moreover, GeePS 
achieves a higher training through-
put with just four GPU machines than 
that a state-of-the-art CPU-only system 
achieves with 108 machines.

TetriSched: Global 
Rescheduling with Adaptive 
Plan-ahead in Dynamic 
Heterogeneous Clusters

Alexey Tumanov, Timothy Zhu, Jun 
Woo Park, Michael A. Kozuch, Mor 
Harchol-Balter, Gregory R. Ganger

ACM European Conference on Com-
puter Systems, 2016 (EuroSys’16), 
18-21 April, 2016, London, UK. Best 
Student Paper.

TetriSched is a scheduler that works in 
tandem with a calendaring reservation 
system to continuously re-evaluate the 
immediate-term scheduling plan for all 
pending jobs (including those with res-
ervations and best-effort jobs) on each 
scheduling cycle. TetriSched leverages 
information supplied by the reserva-
tion system about jobs’ deadlines and 
estimated runtimes to plan ahead in 
deciding whether to wait for a busy 
preferred resource type (e.g., machine 
with a GPU) or fall back to less pre-
ferred placement options. Plan-ahead 
affords significant flexibility in handling 
mis-estimates in job runtimes specified 
at reservation time. Integrated with the 
main reservation system in Hadoop 
YARN, TetriSched is experimentally 
shown to achieve significantly higher 
SLO attainment and cluster utilization 
than the best-configured YARN reser-
vation and CapacityScheduler stack 
deployed on a real 256 node cluster.
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STRADS: A Distributed 
Framework for Scheduled 
Model Parallel Machine 
Learning

Jin Kyu Kim, Qirong Ho, Seunghak 
Lee, Xun Zheng, Wei Dai, Garth A. 
Gibson, Eric P. Xing

ACM European Conference on Com-
puter Systems, 2016 (EuroSys’16), 18-
21 April, 2016, London, UK.

Machine learning (ML) algorithms are 
commonly applied to big data, using 
distributed systems that partition the 
data across machines and allow each 
machine to read and update all ML 
model parameters — a strategy known 
as data parallelism. An alternative and 
complimentary strategy, model paral-
lelism, partitions the model parameters 
for non-shared parallel access and up-
dates, and may periodically repartition 
the parameters to facilitate communi-
cation. Model parallelism is motivated 
by two challenges that data-parallel-
ism does not usually address: (1) pa-
rameters may be dependent, thus na-
ive concurrent updates can introduce 
errors that slow convergence or even 
cause algorithm failure; (2) model pa-
rameters converge at different rates, 
thus a small subset of parameters 
can bottleneck ML algorithm comple-
tion. We propose scheduled model 
parallelism (SchMP), a programming 
approach that improves ML algo-
rithm convergence speed by efficiently 
scheduling parameter updates, taking 

into account parameter dependencies 
and uneven convergence. To support 
SchMP at scale, we develop a distribut-
ed framework STRADS which optimizes 
the throughput of SchMP programs, 
and benchmark four common ML ap-
plications written as SchMP programs: 
LDA topic modeling, matrix factori-
zation, sparse least-squares (Lasso) 
regression and sparse logistic regres-
sion. By improving ML progress per 
iteration through SchMP programming 
whilst improving iteration throughput 
through STRADS we show that SchMP 
programs running on STRADS outper-
form nonmodel-parallel ML imple-
mentations: for example, SchMP LDA 
and SchMP Lasso respectively achieve 
10x and 5x faster convergence than 
recent, well-established baselines.

Low-Cost Inter-Linked 
Subarrays (LISA): Enabling Fast 
Inter-Subarray Data Movement 
in DRAM

Kevin K. Chang, Prashant J. Nair, 
Saugata Ghose, Donghyuk Lee, 
Moinuddin K. Qureshi, Onur Mutlu

22nd International Symposium on 
High-Performance Computer Architec-
ture (HPCA), Barcelona, Spain, March 
2016.

This paper introduces a new DRAM 
design that enables fast and energy-
efficient bulk data movement across 
subarrays in a DRAM chip. While bulk 
data movement is a key operation in 
many applications and operating sys-
tems, contemporary systems perform 
this movement inefficiently, by transfer-
ring data from DRAM to the processor, 
and then back to DRAM, across a nar-
row off-chip channel. The use of this 
narrow channel for bulk data move-
ment results in high latency and energy 
consumption. Prior work proposed to 
avoid these high costs by exploiting the 
existing wide internal DRAM bandwidth 
for bulk data movement, but the lim-
ited connectivity of wires within DRAM 
allows fast data movement within only 
a single DRAM subarray. Each subar-
ray is only a few megabytes in size, 
greatly restricting the range over which 
fast bulk data movement can hap-
pen within DRAM. We propose a new 

DRAM substrate, Low-Cost Inter-Linked 
Subarrays (LISA), whose goal is to en-
able fast and efficient data movement 
across a large range of memory at low 
cost. LISA adds low-cost connections 
between adjacent subarrays. By using 
these connections to interconnect the 
existing internal wires (bitlines) of ad-
jacent subarrays, LISA enables wide-
bandwidth data transfer across mul-
tiple subarrays with little (only 0.8%) 
DRAM area overhead. As a DRAM 
substrate, LISA is versatile, enabling 
an array of new applications. We de-
scribe and evaluate three such appli-
cations in detail: (1) fast inter-subarray 
bulk data copy, (2) in-DRAM caching 
using a DRAM architecture whose rows 
have heterogeneous access latencies, 
and (3) accelerated bitline precharg-
ing by linking multiple precharge units 
together. Our extensive evaluations 
show that each of LISA’s three appli-
cations significantly improves perfor-
mance and memory energy efficiency, 
and their combined benefit is higher 
than the benefit of each alone, on a 
variety of workloads and system con-
figurations.

Hold ‘Em or Fold ‘Em?: 
Aggregation Queries Under 
Performance Variations

Gautam Kumar, Ganesh 
Ananthanarayanan, Sylvia Ratnasamy, 
and Ion Stoica

11th European Conference on Com-
puter Systems (EuroSys ‘16), 18-21 
April 2016, London, UK. 

Systems are increasingly required to 
provide responses to queries, even if 
not exact, within stringent time dead-
lines. These systems parallelize com-
putations over many processes and 
aggregate them hierarchically to get 
the final response (e.g., search engines 
and data analytics). Due to large per-
formance variations in clusters, some 
processes are slower. Therefore, ag-
gregators are faced with the question 
of how long to wait for outputs from 
processes before combining and send-
ing them upstream. Longer waits in-
crease the response quality as it would 
include outputs from more processes. 

Recent Publications

continued on pg. 18

To create an SchMP program, the user codes the SchMP 
Instructions, similar to MapReduce. The Services are 
system components that execute SchMP Instructions 
over a cluster. We provide two Implementations of the 
Services: a Static Engine and a Dynamic Engine, spe-
cialized for high performance on static-schedule and 
dynamic-schedule SchMP programs respectively. The 
user chooses which engine (s)he would like to use.
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However, it also increases the risk of 
the aggregator failing to provide its re-
sult by the deadline. This leads to all 
its results being ignored, degrading re-
sponse quality. Our algorithm, Cedar, 
proposes a solution to this quandary 
of deciding wait durations at aggre-
gators. It uses an online algorithm to 
learn distributions of durations at each 
level in the hierarchy and collectively 
optimizes the wait duration. Cedar’s 
solution is theoretically sound, fully 
distributed, and generically applicable 
across systems that use aggregation 
trees since it is agnostic to the causes 
of performance variations. Evaluation 
using production latency distributions 
from Google, Microsoft and Facebook 
using deployment and simulation 
shows that Cedar improves average 
response quality by over 100%.

ChargeCache: Reducing DRAM 
Latency by Exploiting Row 
Access Locality

Hasan Hassan, Gennady 
Pekhimenko, Nandita Vijaykumar, 
Vivek Seshadri, Donghyuk Lee, Oguz 
Ergin, Onur Mutlu

22nd International Symposium on 
High-Performance Computer Architec-
ture (HPCA), Barcelona, Spain, March 
2016.

DRAM latency continues to be a critical 
bottleneck for system performance. In 
this work, we develop a low-cost mecha-
nism, called ChargeCache, that enables 
faster access to recently-accessed rows in 
DRAM, with no modifications to DRAM 
chips. Our mechanism is based on the key 
observation that a recently-accessed row 
has more charge and thus the following 
access to the same row can be performed 
faster. To exploit this observation, we pro-
pose to track the addresses of recently-
accessed rows in a table in the memory 
controller. If a later DRAM request hits in 
that table, the memory controller uses 
lower timing parameters, leading to re-
duced DRAM latency. Row addresses are 
removed from the table after a specified 
duration to ensure rows that have leaked 
too much charge are not accessed with 
lower latency. We evaluate ChargeCache 
on a wide variety of workloads and show 
that it provides significant performance 

and energy benefits for both single-core 
and multi-core systems.

General-Purpose Join 
Algorithms for Large 
Graph Triangle Listing on 
Heterogeneous Systems

D. Zinn, H. Wu, J. Wang, M. Aref and 
S. Yalamanchili

9th Workshop on General-Purpose 
Computation on Graphics Processing 
Units (GPGPU-9). 12 March, 2016 
Barcelona, Spain.

We investigate applying general-
purpose join algorithms to the trian-
gle listing problem on heterogeneous 
systems that feature a multi-core CPU 
and multiple GPUs. In partic- ular, we 
consider an out-of-core context where 
graph data are available on secondary 
storage such as a solid-state disk (SSD) 
and may not fit in the CPU main mem-
ory or GPU device memory. We focus 
on Leapfrog Triejoin (LFTJ), a recently 
proposed, worst-case optimal algo-
rithm and present “boxing”: a novel yet 
conceptually simple approach for par- 
titioning and feeding out-of-core input 
data to LFTJ. The “boxing” algorithm 
integrates well with a GPU-Optimized 
LFTJ algorithm for triangle listing. We 
achieve significant performance gains 
on a heterogeneous system comprised 
of GPUs and CPU by utilizing the mas-
sive-parallel computa- tion capability 
of GPUs. Our experimental evalua-
tions on real-world and synthetic data 
sets (some of which containing more 
than 1.2 billion edges) show that out-
of-core LFTJ is competitive with spe-
cialized graph algorithms for triangle 
listing. By using one or two GPUs, we 
achieve additional speedups on the 
same graphs.

Be Fast, Cheap and in Control 
with SwitchKV

Xiaozhou Li, Raghav Sethi, Michael 
Kaminsky, David G. Andersen, 
Michael J. Freedman

13th USENIX Symposium on Net-
worked Systems Design and Imple-
mentation (NSDI ’16). March 16–18, 
2016, Santa Clara, CA, USA.

SwitchKV is a new key-value store sys-
tem design that combines high-perfor-
mance cache nodes with resourcecon-
strained backend nodes to provide load 
balancing in the face of unpredictable 
workload skew. The cache nodes ab-
sorb the hottest queries so that no indi-
vidual backend node is over-burdened. 
Compared with previous designs, 
SwitchKV exploits SDN techniques and 
deeply optimized switch hardware to 
enable efficient contentbased rout-
ing. Programmable network switches 
keep track of cached keys and route 
requests to the appropriate nodes at 
line speed, based on keys encoded in 
packet headers. A new hybrid caching 
strategy keeps cache and switch for-
warding rules updated with low over-
head and ensures that system load is 
always well-balanced under rapidly 
changing workloads. Our evaluation 
results demonstrate that SwitchKV can 
achieve up to 5× throughput and 3× 
latency improvements over traditional 
system designs.

A Case for Toggle-Aware 
Compression For GPU Systems

Gennady Pekhimenko, Evgeny Bolotin, 
Nandita Vijaykumar, Onur Mutlu, 
Todd C. Mowry, Stephen W. Keckler

HPCA 2016: 188-200 22nd IEEE Sym-
posium on High Performance Com-
puter Architecture, Barcelona, Spain, 
March 12-16 2016.

Data compression can be an eec-
tive method to achieve higher system 
performance and energy eciency in 
modern dataintensive applications by 
exploiting redundancy and data simi-
larity. Prior works have studied a variety 
of data compression techniques to im-
prove both capacity (e.g., of caches and 
main memory) and bandwidth utiliza-
tion (e.g., of the on-chip and off-chip 
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interconnects). In this paper, we make 
a new observation about the energy-
eciency of communication when com-
pression is applied. While compres-
sion reduces the amount of transferred 
data, it leads to a substantial increase 
in the number of bit toggles (i.e., com-
munication channel switchings from 0 
to 1 or from 1 to 0). The increased tog-
gle count increases the dynamic ener-
gy consumed by on-chip and off-chip 
buses due to more frequent charging 
and discharging of the wires. Our re-
sults show that the total bit toggle count 
can increase from 20% to 2.2× when 
compression is applied for some com-
pression algorithms, averaged across 
different application suites. We charac-
terize and demonstrate this new prob-
lem across 242 GPU applications and 
six different compression algorithms. 
To mitigate the problem, we propose 
two new toggle-aware compression 
techniques: Energy Control and Meta-
data Consolidation. These techniques 
greatly reduce the bit toggle count 
impact of the data compression algo-
rithms we examine, while keeping most 
of their bandwidth.

FairRide: Near-Optimal, Fair 
Cache Sharing

Qifan Pu, Haoyuan Li, Matei Zaharia, 
Ali Ghodsi, Ion Stoica

13th USENIX Symposium on Net-
worked Systems Design and Imple-
mentation (NSDI ’16). March 16–18, 
2016, Santa Clara, CA, USA.

Memory caches continue to be a criti-
cal component to many systems. In 
recent years, there has been larger 
amounts of data into main memory, 
especially in shared environments such 

as the cloud. The nature of such envi-
ronments requires resource allocations 
to provide both performance isolation 
for multiple users/applications and 
high utilization for the systems. We 
study the problem of fair allocation 
of memory cache for multiple users 
with shared files. We find that, surpris-
ingly, no memory allocation policy can 
provide all three desirable properties 
(isolation-guarantee, strategy-proof-
ness and Pareto-efficiency) that are 
typically achievable by other types of 
resources, e.g., CPU or network. We 
also show that there exist policies that 
achieve any two of the three prop-
erties. We find that the only way to 
achieve both isolation-guarantee and 
strategy-proofness is through block-
ing, which we efficiently adapt in a new 
policy called FairRide. We implement 
FairRide in a popular memory-centric 
storage system using an efficient form 
of blocking, named as expected delay-
ing, and demonstrate that FairRide can 
lead to better cache efficiency (2.6× 
over isolated caches) and fairness in 
many scenarios.

Ernest: Efficient Performance 
Prediction for Large-Scale 
Advanced Analytics

Shivaram Venkataraman, Zongheng 
Yang, Michael Franklin, Benjamin 
Recht, Ion Stoica

13th USENIX Symposium on Net-
worked Systems Design and Imple-
mentation (NSDI ’16). March 16–18, 
2016, Santa Clara, CA, USA.

Recent workload trends indicate rapid 
growth in the deployment of machine 
learning, genomics and scientific work-
loads on cloud computing infrastruc-
ture. However, efficiently running these 
applications on shared infrastructure 
is challenging and we find that choos-
ing the right hardware configuration 
can significantly improve performance 
and cost. The key to address the above 
challenge is having the ability to pre-
dict performance of applications under 
various resource configurations so that 
we can automatically choose the opti-
mal configuration. 

Our insight is that a number of jobs 
have predictable structure in terms 

of computation and communication. 
Thus we can build performance mod-
els based on the behavior of the job on 
small samples of data and then predict 
its performance on larger datasets and 
cluster sizes. To minimize the time and 
resources spent in building a model, 
we use optimal experiment design, a 
statistical technique that allows us to 
collect as few training points as re-
quired. We have built Ernest, a perfor-
mance prediction framework for large 
scale analytics and our evaluation on 
Amazon EC2 using several workloads 
shows that our prediction error is low 
while having a training overhead of 
less than 5% for long-running jobs.

BlowFish: Dynamic Storage-Per-
formance Tradeoff in Data Stores

Anurag Khandelwal, Rachit Agarwal, 
Ion Stoica

13th USENIX Symposium on Net-
worked Systems Design and Imple-
mentation (NSDI ’16). March 16–18, 
2016, Santa Clara, CA, USA.

We present BlowFish, a distributed 
data store that admits a smooth trade-
off between storage and performance 
for point queries. What makes Blow-
Fish unique is its ability to navigate 
along this tradeoff curve efficiently at 
fine-grained time scales with low com-
putational overhead. 

Achieving a smooth and dynamic stor-
age-performance tradeoff enables a 
wide range of applications. We apply 
BlowFish to several such applications 
from real-world production clusters: (i) 
as a data recovery mechanism during 
failures: in practice, BlowFish requires 
5.4× lower bandwidth and 2.5× low-
er repair time compared to stateof-the-
art erasure codes, while reducing the 
storage cost of replication from 3× to 
1.9×; and (ii) data stores with spatial-
ly-skewed and time-varying workloads 
(e.g., due to object popularity and/or 
transient failures): we show that navi-
gating the storage-performance trade-
off achieves higher system-wide util-
ity (e.g., throughput) than selectively 
caching hot objects.
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With FairRide, a user might be blocked to access a 
cached copy of file if the user does not pay the stor-
age cost. The blue box shows how this can be achieved 
with probabilistic blocking. In system implementation, 
we replace the blue box with the purple box, where we 
instead delay the data response.
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S-NFV: Securing NFV States by 
Using SGX 

Ming-Wei Shih, Mohan Kumar, Taesoo 
Kim, Ada Gavrilovska 

ACM International Workshop on Se-
curity Software-Defined Networks and 
Network Function Virtualization (SDN-
NFV Security’16), New Orleans, LA, 
Mar. 2016. 

Network Function Virtualization (NFV) 
applications are stateful. For example, 
a Content Distribution Network (CDN) 
caches web contents from remote serv-
ers and serves them to clients. Similar-
ly, an Intrusion Detection System (IDS) 
and an Intrusion Prevention System 
(IPS) have both per-flow and multi-flow 
(shared) states to properly react to in-
trusions. On today’s NFV infrastruc-
tures, security vulnerabilities many al-
low attackers to steal and manipulate 
the internal states of NFV applications 
that share a physical resource. In this 
paper, we propose a new protection 
scheme, S-NFV that incorporates Intel 
Software Guard Extensions (Intel SGX) 
to securely isolate the states of NFV ap-
plications.

CFA: A Practical Prediction 
System for Video QoE 
Optimization

Junchen Jiang, Vyas Sekar, Henry 
Milner, Davis Shepherd, Ion Stoica, 
Hui Zhang

13th USENIX Symposium on Net-
worked Systems Design and Imple-
mentation (NSDI ’16). March 16–18, 
2016, Santa Clara, CA, USA. 

Many prior efforts have suggested that 
Internet video Quality of Experience 
(QoE) could be dramatically improved 
by using data-driven prediction of vid-
eo quality for different choices (e.g., 
CDN or bitrate) to make optimal de-
cisions. However, building such a pre-
diction system is challenging on two 
fronts. First, the relationships between 
video quality and observed session 
features can be quite complex. Sec-
ond, video quality changes dynamical-
ly. Thus, we need a prediction model 
that is (a) expressive enough to capture 
these complex relationships and (b) ca-

pable of updating quality predictions 
in near real-time. Unfortunately, sev-
eral seemingly natural solutions (e.g., 
simple machine learning approaches 
and simple network models) fail on 
one or more fronts. Thus, the potential 
benefits promised by these prior efforts 
remain unrealized. We address these 
challenges and present the design 
and implementation of Critical Feature 
Analytics (CFA). The design of CFA is 
driven by domain-specific insights that 
video quality is typically determined by 
a small subset of critical features whose 
criticality persists over several tens of 
minutes. This enables a scalable and 
accurate workflow where we automati-
cally learn critical features for different 
sessions on coarse-grained timescales, 
while updating quality predictions in 
near real-time. Using a combination 
of a real-world pilot deployment and 
trace-driven analysis, we demonstrate 
that CFA leads to significant improve-
ments in video quality; e.g., 32% less 
buffering time and 12% higher bitrate 
than a random decision maker.

Models and Algorithms under 
Asymmetric Read and Write 
Costs

Guy E. Blelloch, Jeremy T. Fineman, 
Phillip B. Gibbons, Yan Gu, Julian 
Shun 

2016 Non-volatile Memories Work-
shop (NVMW’16). March 6-8, 2016.

In several emerging non-volatile tech-
nologies for main memory (NVRAM) 
the cost of reading is significantly 
cheaper than the cost of writing. Such 
asymmetry in memory costs leads to a 
desire for “write-efficient” algorithms 
that minimize the number of writes to 

the NVRAM. While several prior works 
have explored write-efficient algo-
rithms for databases or for the unique 
properties of NAND Flash, our ongo-
ing work seeks to develop a broader 
theory of algorithm design for asym-
metric memories. This talk will high-
light our recent progress on models, 
algorithms, and lower bounds for 
asymmetric memories. We extend the 
classic RAM model to the asymmetric 
case by defining the (M, ω)-ARAM, 
which consists of a large asymmetric 
memory and a much smaller symmet-
ric memory of size M, both random 
access, such that for the asymmetric 
memory, writes cost ω > 1 times more 
than reads. We present algorithms 
for search trees, priority queues, sort-
ing, dynamic programming, BFS- and 
DFS-related graph algorithms, and 
shortest paths. We also present novel 
lower bounds for several problems 
that reveal fundamental limits on ob-
taining write-efficient algorithms for 
these problems. Finally, we propose 
and study models for asymmetric 
memories that consider block transfers 
and/or parallel processing. 

Towards Accurate and Fast 
Evaluation of Multi-Stage Log-
Structured Designs

Hyeontaek Lim, David G. Andersen, 
Michael Kaminsky

14th USENIX Conference on File and 
Storage Technologies (FAST’16), Santa 
Clara, CA, February 2016.

Multi-stage log-structured (MSLS) de-
signs, such as LevelDB, RocksDB, 
HBase, and Cassandra, are a family of 
storage system designs that exploit the 
high sequential write speeds of hard 
disks and flash drives by using multiple 
append-only data structures. As a first 
step towards accurate and fast evalua-
tion of MSLS, we propose new analytic 
primitives and MSLS design models 
that quickly give accurate performance 
estimates. Our model can almost per-
fectly estimate the cost of inserts in 
LevelDB, whereas the conventional 
worst-case analysis gives 1.8– 3.5X 
higher estimates than the actual cost. 
A few minutes of offline analysis using 
our model can find optimized system 
parameters that decrease LevelDB’s in-
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sert cost by up to 9.4–26.2%; our an-
alytic primitives and model also sug-
gest changes to RocksDB that reduce 
its insert cost by up to 32.0%, without 
reducing query performance or requir-
ing extra memory.

Ephemeral Apps 

Ketan Bhardwaj, Ada Gavrilovska, 
Karsten Schwan 

17th International Workshop on Mo-
bile Computing Systems and Applica-
tions (ACM HotMobile), St. Augustine, 
FL, Feb. 2016. 

Despite a tremendous increase in the 
number of mobile apps, coupled with 
their popularity with consumers, there 
exists a wide gap in app availability vs. 
their use. Recent trends suggest that 
this gap will further widen in the fu-
ture. Ephemeral apps, proposed in this 
paper, lower the barrier for end-user 
app acceptance by removing the app 
installation step when “trying out” new 
apps, without requiring modifications 
to current apps or any additional pro-
gramming efforts by app developers. 
We estimate the resulting reduction in 
time-to-use for apps to be a factor of 
10x by leveraging the emerging “edge 
cloud” tier of the Internet.

Workload Adaptive Shared 
Memory Management for High 
Performance Network I/O in 
Virtualized Clouds

Qi Zhang, Ling Liu

IEEE Transactions on Computers (TC) 
2016. 

This paper presents the design and im-
plementation of MemPipe, a dynamic 
shared memory management system 
for high performance network I/O 
among virtual machines (VMs) located 
on the same host. MemPipe delivers 
efficient inter-VM communication with 
three unique features. First, MemPipe 
employs an inter-VM shared memory 
pipe to enable high throughput data 
delivery for both TCP and UDP work-
loads among co-located VMs. Sec-
ond, instead of static allocation of 
shared memories, MemPipe man-
ages its shared memory pipes through 
a demand driven and proportional 

memory allocation mechanism, which 
can dynamically enlarge or shrink the 
shared memory pipes based on the 
demand of the workloads in each VM. 
Third but not the least, MemPipe em-
ploys a number of optimizations, such 
as time-window based streaming par-
titions and socket buffer redirection, 
to further optimize its performance. 
Extensive experiments show that Mem-
Pipe improves the throughput of con-
ventional (native) inter VM communi-
cation by up to 45 times, reduces the 
latency by up to 62%, and achieves up 
to 91% shared memory utilization.

Road Network-Aware Spatial 
Alarms

K. Lee, L. Liu, B. Palanisamy and E. 
Yigitoglu

IEEE Transactions on Mobile Comput-
ing, vol. 15, no. 1, pp. 188-201, Janu-
ary 1, 2016.

Road network-aware spatial alarms 
extend the concept of time-based 
alarms to spatial dimension and re-
mind us when we travel on spatially 
constrained road networks and enter 
some predefined locations of interest 
in the future. This paper argues that 
road network-aware spatial alarms 
need to be processed by taking into 
account spatial constraints on road 
networks and mobility patterns of mo-

bile subscribers. We show that the Eu-
clidian distance-based spatial alarm 
processing techniques tend to incur 
high client energy consumption due 
to unnecessarily frequent client wake-
ups. We design and develop a road 
network-aware spatial alarm process-
ing system, called ROADALARM, with 
three unique features. First, we intro-
duce the concept of road network-
based spatial alarms using road net-
work distance measures. Instead of 
using a rectangular region, a road net-
work-aware spatial alarm is a star-like 
subgraph with an alarm target as the 
center of the star and border points as 
the scope of the alarm region. Second, 
we describe a baseline approach for 
spatial alarm processing by exploiting 
two types of filters. We use subscrip-
tion filter and Euclidean lower bound 
filter to reduce the amount of shortest 
path computations required in both 
computing alarm hibernation time 
and performing alarm checks at the 
server. Last but not the least, we devel-
op a suite of optimization techniques 
using motion-aware filters, which en-
able us to further increase the hiberna-
tion time of mobile clients and reduce 
the frequency of wakeups and alarm 
checks, while ensuring high accuracy 
of spatial alarm processing. Our ex-
perimental results show that the road 
network-aware spatial alarm process-
ing significantly outperforms existing 
Euclidean space-based approaches, in 
terms of both the number of wakeups 
and the hibernation time at mobile cli-
ents and the number of alarm checks 
at the server.

Shared-Memory Optimizations 
for Inter Virtual Machine 
Communication 

Yi Ren, Ling Liu, Qi Zhang, Qingbo 
Wu, Jianbo Guan, Jinzhu Kong, 
Huadong Dai, Lisong Shao 

ACM Computing Surveys, 2016. 

Virtual machines (VMs) and virtualiza-
tion are one of the core computing 
technologies today. Inter-VM commu-
nication is not only prevalent but also 
one of the leading costs for data inten-
sive systems and applications in most 
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of the datacenters and cloud comput-
ing environments. One way to improve 
inter-VM communication efficiency is 
to support co-resident VM communi-
cation using shared memory based 
methods and resort to the traditional 
TCP/IP for communications between 
VMs that are located on different phys-
ical machines. In recent years, several 
independent kernel development ef-
forts have been dedicated to improv-
ing communication efficiency between 
co-resident VMs using shared memory 
channels, and the development ef-
forts differ from one another in terms 
of where and how the shared memory 
channel is established. In this paper, 
we provide a comprehensive overview 
of the design choices and techniques 
for performance optimization of co-
resident inter-VM communication. We 
examine the key issues for improving 
inter-VM communication using shared 
memory based mechanisms, such as 
implementation choices in the soft-
ware stack, seamless agility for dy-
namic addition or removal of coresi-
dent VMs, multilevel transparency, 
as well as advanced requirements in 
reliability, security and stability. An in-
depth comparison of state-of-the-art 
research efforts, implementation tech-
niques, evaluation methods and per-
formance is conducted. We conjecture 
that this comprehensive survey will not 
only provide the foundation for devel-
oping the next generation of inter-VM 
communication optimization mecha-
nisms, but also offers opportunities 
to both cloud infrastructure providers 
and cloud service providers and con-
sumers for improving communication 
efficiency between co-resident VMs in 
virtualized computing platforms. 

Gather-scatter DRAM: In-DRAM 
Address Translation to Improve 
the Spatial Locality of Non-Unit 
Strided Accesses

Vivek Seshadri, Thomas Mullins, 
Amirali Boroumand, Onur Mutlu, 
Phillip B Gibbons, Michael A Kozuch, 
Todd C Mowry

48th International Symposium on Mi-
croarchitecture, 267-280. December 
5-9, 2015, Waikiki, Hawaii.

Many data structures (e.g., matrices) 
are typically accessed with multiple ac-
cess patterns. Depending on the layout 
of the data structure in physical address 
space, some access patterns result in 
non-unit strides. In existing systems, 
which are optimized to store and access 
cache lines, non-unit strided accesses 
exhibit low spatial locality. Therefore, 
they incur high latency, and waste 
memory bandwidth and cache space. 

We propose the Gather-Scatter DRAM 
(GS-DRAM) to address this problem. 
We observe that a commodity DRAM 
module contains many chips. Each 
chip stores a part of every cache line 
mapped to the module. Our idea is to 
enable the memory controller to ac-
cess multiple values that belong to a 
strided pattern from different chips us-
ing a single read/write command. To 
realize this idea, GS-DRAM first maps 
the data of each cache line to differ-
ent chips such that multiple values of 
a strided access pattern are mapped 
to different chips. Second, instead of 
sending a separate address to each 
chip, GS-DRAM maps each strided 
pattern to a small pattern ID that is 
communicated to the module. Based 
on the pattern ID, each chip indepen-
dently computes the address of the 
value to be accessed. The cache line 
returned by the module contains differ-
ent values of the strided pattern gath-
ered from different chips. We show 
that this approach enables GS-DRAM 
to achieve near-ideal memory band-
width and cache utilization for many 
common access patterns. 

We design an end-to-end system to ex-
ploit GS-DRAM. Our evaluations show 
that 1) for in-memory databases, GS-
DRAM obtains the best of the row store 
and the column store layouts, in terms 
of both performance and energy, and 
2) for matrix-matrix multiplication, GS-
DRAM seamlessly enables SIMD op-
timizations and outperforms the best 
tiled layout. Our framework is general, 
and can benefit many modern data-
intensive applications.

A Case for Hierarchical Rings 
with Deflection Routing: An 
Energy-Efficient On-Chip 
Communication Substrate

Rachata Ausavarungnirun, Chris 
Fallin, Xiangyao Yu, Kevin Chang, 
Greg Nazario, Reetuparna Das, 
Gabriel Loh, Onur Mutlu

Parallel Computing (PARCO), 2016.

Hierarchical ring networks, which hi-
erarchically connect multiple levels of 
rings, have been proposed in the past 
to improve the scalability of ring inter-
connects, but past hierarchical ring de-
signs sacrifice some of the key benefits 
of rings by reintroducing more complex 
in-ring buffering and buffered flow con-
trol. Our goal in this paper is to design 
a new hierarchical ring interconnect that 
can maintain most of the simplicity of 
traditional ring designs (i.e., no in-ring 
buffering or buffered flow control) while 
achieving high scalability as more com-
plex buffered hierarchical ring designs. 

To this end, we revisit the concept of 
a hierarchical-ring network-on-chip. 
Our design, called HiRD (Hierarchical 
Rings with Deflection), includes critical 
features that enable us to mostly main-
tain the simplicity of traditional simple 
ring topologies while providing higher 
energy efficiency and scalability. First, 
HiRD does not have any buffering or 
buffered flow control within individual 
rings, and requires only a small amount 
of buffering between the ring hierarchy 
levels. When inter-ring buffers are full, 
our design simply deflects flits so that 
they circle the ring and try again, which 
eliminates the need for in-ring buffer-
ing. Second, we introduce two simple 
mechanisms that together provide an 
end-to-end delivery guarantee within 
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Recent Publications
the entire network (despite any deflec-
tions that occur) without impacting the 
critical path or latency of the vast major-
ity of network traffic. 

Our experimental evaluations on a wide 
variety of multiprogrammed and multi-
threaded workloads and synthetic traffic 
patterns show that HiRD attains equal or 
better performance at better energy ef-
ficiency than multiple versions of both a 
previous hierarchical ring design and a 
traditional single ring design. We also 
extensively analyze our design’s charac-
teristics and injection and delivery guar-
antees. We conclude that HiRD can be 
a compelling design point that allows 
higher energy efficiency and scalability 
while retaining the simplicity and appeal 
of conventional ring-based designs.

The Application Slowdown Model: 
Quantifying and Controlling 
the Impact of Inter-Application 
Interference at Shared Caches 
and Main Memory

Lavanya Subramanian, Vivek 
Seshadri, Arnab Ghosh, Samira Khan, 
Onur Mutlu

48th International Symposium on Mi-
croarchitecture (MICRO), Waikiki, Ha-
waii, USA, December 2015.

In a multi-core system, interference at 
shared resources (such as caches and 
main memory) slows down applica-
tions running on different cores. Accu-
rately estimating the slowdown of each 
application has several benefits: e.g., it 
can enable shared resource allocation 
in a manner that avoids unfair applica-
tion slowdowns or provides slowdown 
guarantees. Unfortunately, prior works 
on estimating slowdowns either lead to 
inaccurate estimates, do not take into 
account shared caches, or rely on a 
priori application knowledge. This se-
verely limits their applicability. 

In this work, we propose the Applica-
tion Slowdown Model (ASM), a new 
technique that accurately estimates 
application slowdowns due to inter-
ference at both the shared cache and 
main memory, in the absence of a 
priori application knowledge. ASM 
is based on the observation that the 
performance of each application is 

strongly correlated with the rate at 
which the application accesses the 
shared cache. Thus, ASM reduces the 
problem of estimating slowdown to 
that of estimating the shared cache ac-
cess rate of the application had it been 
run alone on the system. To estimate 
this for each application, ASM periodi-
cally 1) minimizes interference for the 
application at the main memory, 2) 
quantifies the interference the applica-
tion receives at the shared cache, in an 
aggregate manner for a large set of 
requests. Our evaluations across 100 
workloads show that ASM has an aver-
age slowdown estimation error of only 
9.9%, a 2.97x improvement over the 
best previous mechanism. 

We present several use cases of ASM 
that leverage its slowdown estimates 
to improve fairness, performance and 
provide slowdown guarantees. We pro-
vide detailed evaluations of three such 
use cases: slowdown-aware cache par-
titioning, slowdown-aware memory 
bandwidth partitioning and an example 
scheme to provide soft slowdown guar-
antees. Evaluations show that the new 
schemes perform significantly better 
than state-of-the-art cache partitioning 
and memory scheduling schemes.

Scheduling Techniques for 
Hybrid Circuit/Packet Networks

He Liu, Matthew K. Mukerjee, 
Conglong Li, Nicolas Feltman, 
George Papen, Stefan Savage, 
Srinivasan Seshan, Geoffrey M. 
Voelker, David G. Andersen, Michael 
Kaminsky, George Porter, Alex C. 
Snoeren

11th International Conference on 
emerging Networking EXperiments 
and Technologies (CoNEXT 2015), 
Heidelberg, Germany, December 
2015. Nominated for Best Paper. 

A range of new datacenter switch 
designs combine wireless or opti-
cal circuit technologies with electrical 
packet switching to deliver higher per-
formance at lower cost than traditional 
packet-switched networks. These “hy-
brid” networks schedule large traffic 
demands via a high-rate circuits and 
remaining traffic with a lower-rate, 
traditional packet-switches. Achieving 

high utilization requires an efficient 
scheduling algorithm that can com-
pute proper circuit configurations and 
balance traffic across the switches. Re-
cent proposals, however, provide no 
such algorithm and rely on an omnis-
cient oracle to compute optimal switch 
configurations. 

Finding the right balance of circuit and 
packet switch use is difficult: circuits 
must be reconfigured to serve different 
demands, incurring non-trivial switch-
ing delay, while the packet switch is 
bandwidth constrained. Adapting ex-
isting crossbar scheduling algorithms 
proves challenging with these con-
straints. In this paper, we formalize the 
hybrid switching problem, explore the 
design space of scheduling algorithms, 
and provide insight on using such al-
gorithms in practice. We propose a 
heuristic-based algorithm, Solstice 
that provides a 2.9x increase in circuit 
utilization over traditional scheduling 
algorithms, while being within 14% of 
optimal, at scale.

ThyNVM: Enabling Software-
Transparent Crash Consistency 
in Persistent Memory Systems

Jinglei Ren, Jishen Zhao, Samira 
Khan, Jongmoo Choi, Yongwei Wu, 
Onur Mutlu

48th International Symposium on Mi-
croarchitecture (MICRO), Waikiki, Ha-
waii, USA, December 2015.

Emerging byte-addressable nonvola-
tile memories (NVMs) promise persis-
tent memory, which allows processors 
to directly access persistent data in 
main memory. Yet, persistent memory 
systems need to guarantee a consistent 
memory state in the event of power loss 
or a system crash (i.e., crash consist-
ency). To guarantee crash consistency, 
most prior works rely on programmers 
to (1) partition persistent and transient 
memory data and (2) use specialized 
software interfaces when updating per-
sistent memory data. As a result, tak-
ing advantage of persistent memory 
requires significant programmer effort, 
e.g., to implement new programs as 
well as modify legacy programs. Use 

continued on pg. 24
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cases and adoption of persistent mem-
ory can therefore be largely limited.

In this paper, we propose a hardware-
assisted DRAM+NVM hybrid persistent 
memory design, Transparent Hybrid 
NVM (ThyNVM), which supports soft-
waretransparent crash consistency of 
memory data in a hybrid memory sys-
tem. To efficiently enforce crash con-
sistency, we design a new dual-scheme 
checkpointing mechanism, which ef-
ficiently overlaps checkpointing time 
with application execution time. The 
key novelty is to enable checkpointing 
of data at multiple granularities, cache 
block or page granularity, in a coor-
dinated manner. This design is based 
on our insight that there is a tradeoff 
between the application stall time due 
to checkpointing and the hardware 
storage overhead of the metadata for 
checkpointing, both of which are dic-
tated by the granularity of checkpoint-
ed data. To get the best of the tradeoff, 
our technique adapts the checkpointing 
granularity to the write locality charac-
teristics of the data and coordinates the 
management of multiple-granularity 
updates. Our evaluation across a vari-
ety of applications shows that ThyNVM 
performs within 4.9% of an idealized 
DRAM-only system that can provide 
crash consistency at no cost.

Efficient Algorithms Under 
Asymmetric Read and Write Costs

Guy E Blelloch, Jeremy T Fineman, 
Phillip B Gibbons, Yan Gu, Julian 
Shun

arXiv preprint arXiv:1511.01038, No-
vember 2015.

In several emerging technologies for 
computer memory (main memory), the 
cost of reading is significantly cheaper 

than the cost of writing. Such asym-
metry in memory costs poses a funda-
mentally different model from the RAM 
for algorithm design. In this paper we 
study lower and upper bounds for vari-
ous problems under such asymmetric 
read and write costs. We consider both 
the case in which all but O(1) memory 
has asymmetric cost, and the case of 
a small cache of symmetric memory. 
We model both cases using the (M,ω)-
ARAM, in which there is a small (sym-
metric) memory of sizeM and a large 
unbounded (asymmetric) memory, 
both random access, and where read-
ing from the large memory has unit 
cost, but writing has cost ω>>1. 

For FFT and sorting networks we show 
a lower bound cost of Ω(ωn logωM n), 
which indicates that it is not possible to 
achieve asymptotic improvements with 
cheaper reads when ω is bounded by 
a polynomial in M. Moreover, there is 
an asymptotic gap (of min(ω, log n)/
log(ωM)) between the cost of sorting 
networks and comparison sorting in 
the model. This contrasts with the RAM, 
and most other models, in which the 
asymptotic costs are the same. We also 
show a lower bound for computations 
on an n × n diamond DAG of Ω(ωn2/M) 
cost, which indicates no asymptotic 
improvement is achievable with fast 
reads. However, we show that for the 
minimum edit distance problem (and 
related problems), which would seem 
to be a diamond DAG, we can beat 
this lower bound with an algorithm with 
only O(ωn2/(M min(ω1/3,M1/2))) cost. To 
achieve this we make use of a “path 
sketch” technique that is forbidden in 
a strict DAG computation. Finally, we 
show several interesting upper bounds 
for shortest path problems, minimum 
spanning trees, and other problems. A 
common theme in many of the upper 
bounds is that they require redundant 
computation and a tradeoff between 
reads and writes.

SIMT-Based Logic Layer for 
Stacked DRAM Architectures: A 
Prototype

C. Kersey, H. Kim, S. Yalamanchili 

International Symposium on Memory 
Systems, October 2015.

Stacked DRAM products are now 
available, and the likeli- hood of fu-
ture products combining DRAM stacks 
with cus- tom logic layers seems high. 
The near-memory processor in such a 
system will have to be energy efficient, 
latency toler- ant, and capable of ex-
ploiting both high memory-level paral- 
lelism and high memory bandwidth. 
We believe that single- instruction-
multiple-thread (SIMT) processors are 
uniquely suited to this task, and for the 
purpose of evaluating this claim have 
produced an FPGA-based prototype.

Scaling Iterative Graph 
Computations with GraphMap

Kisung Lee, Ling Liu, Karsten Schwan, 
Calton Pu, Qi Zhang, Yang Zhou, 
Emre Yigitoglu, Pingpeng Yuan

International Conference for High Per-
formance Computing, Networking, 
Storage and Analysis, November 15-
20, 2015, Austin, TX.

In recent years, systems researchers 
have devoted considerable effort to the 
study of large-scale graph processing. 
Existing distributed graph processing 
systems such as Pregel, based solely on 
distributed memory for their computa-
tions, fail to provide seamless scal-
ability when the graph data and their 
intermediate computational results no 
longer fit into the memory; and most 
distributed approaches for iterative 
graph computations do not consider 
utilizing secondary storage a viable so-
lution. This paper presents GraphMap, 
a distributed iterative graph compu-
tation framework that maximizes ac-
cess locality and speeds up distributed 
iterative graph computations by ef-
fectively utilizing secondary storage. 
GraphMap has three salient features: 
(1) It distinguishes data states that are 
mutable during iterative computations 
from those that are read-only in all 
iterations to maximize sequential ac-
cess and minimize random access. (2) 
It entails a two-level graph partition-
ing algorithm that enables balanced 
workloads and locality-optimized data 
placement. (3) It contains a proposed 
suite of locality-based optimizations 
that improve computational efficiency. 
Extensive experiments on several real-
world graphs show that GraphMap 
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outperforms existing distributed mem-
ory-based systems for various iterative 
graph algorithms.

Exploiting Inter-Warp 
Heterogeneity to Improve 
GPGPU Performance

Rachata Ausavarungnirun, Saugata 
Ghose, Onur Kayiran, Gabriel L. Loh, 
Chita R. Das, Mahmut T. Kandemir, 
Onur Mutlu

24th International Conference on Par-
allel Architectures and Compilation 
Techniques (PACT), San Francisco, CA, 
USA, October 18-21, 2015.

In a GPU, all threads within a warp ex-
ecute the same instruction in lockstep. 
For a memory instruction, this can lead 
to memory divergence: the memory 
requests for some threads are serviced 
early, while the remaining requests 
incur long latencies. This divergence 
stalls the warp, as it cannot execute the 
next instruction until all requests from 
the current instruction complete. 

In this work, we make three new ob-
servations. First, GPGPU warps exhibit 
heterogeneous memory divergence 
behavior at the shared cache: some 
warps have most of their requests hit 
in the cache (high cache utility), while 
other warps see most of their request 
miss (low cache utility). Second, a warp 
retains the same divergence behavior 
for long periods of execution. Third, 
due to high memory level parallelism, 
requests going to the shared cache 
can incur queuing delays as large as 
hundreds of cycles, exacerbating the 
effects of memory divergence. 

Recent Publications
We propose a set of techniques, col-
lectively called Memory Divergence 
Correction (MeDiC), that reduce the 
negative performance impact of mem-
ory divergence and cache queuing. 
MeDiC uses warp divergence charac-
terization to guide three components: 
(1) a cache bypassing mechanism that 
exploits the latency tolerance of low 
cache utility warps to both alleviate 
queuing delay and increase the hit rate 
for high cache utility warps, (2) a cache 
insertion policy that prevents data from 
high cache utility warps from being 
prematurely evicted, and (3) a memo-
ry controller that prioritizes the few re-
quests received from high cache utility 
warps to minimize stall time. We com-
pare MeDiC to four cache manage-
ment techniques, and find that it deliv-
ers an average speedup of 21.8%, and 
20.1% higher energy efficiency, over a 
state-of-the-art GPU cache manage-
ment mechanism across 15 different 
GPGPU applications.

AppSachet: Distributed App 
Delivery from the Edge Cloud

Ketan Bhardwaj, Pragya Agarwal, Ada 
Gavrilovska, Karsten Schwan

7th EAI International Conference on 
Mobile Computing, Applications and 
Services (MobiCASE’15), November 
12–13, 2015, Berlin, Germany.

With total app installs touching 100 
Billion in 2015, the increasing number 
of active devices that support apps are 
posed to result in 200 billion down-
loads by 2017. Data center based App 
stores offering users convenient app 
access, however, cause congestion in 
the last mile of the Internet, despite use 
of content delivery networks (CDNs) or 
ISP-based caching. This paper explores 
the new paradigm of eBoxes, situated 
in the ‘edge cloud’ tier beyond the last 
mile, which can be used to alleviate 
this congestion. With redesigned app 
caches -- termed AppSachet -- such 
edge cloud based distributed caching 
can achieve a hit ratio of up to 83%, 
demonstrated on real-world Internet 
traffic. The redesign leverages pro-
posed new caching policies, termed 
p-LRU and c-LRU, specifically targeted 
at eBoxes’ limited storage and for the 
traffic caused by app installs and up-

dates. A cost benefit analysis shows 
that the additional cost required to de-
ploy AppSachet on eBoxes can be re-
covered within the first three months of 
operation.

Understanding the Energy 
Aspects of Processing Near 
Memory Workloads

H. Kim, H. Kim, S. Yalamanchili, A. 
Rodrigues

International Symposium on Memory 
Systems, October 2015.

Interests in the concept of processing-
near-memory (PNM) have been reig-
nited with recent improvements of the 
3D integration technology. In this work, 
we analyze the en- ergy consumption 
characteristics of a system which com-
prises a conventional processor and a 
3D memory stack with fully-program-
mable cores. We construct a high-level 
analytical energy model based on the 
underlying architecture and the tech-
nology with which each component 
is built. From the preliminary experi-
ments with 11 HPC benchmarks from 
Mantevo benchmark suite, we ob-
served that misses per kilo instructions 
(MPKI) of last-level cache (LLC) is one 
of the most important characteristics in 
determining the friendliness of the ap-
plication to the PNM execution.

Learning Better while Sending 
Less: Communication-Efficient 
Online Semi-Supervised 
Learning in Client-Server 
Settings

Han Xiao, Shou-de Lin, Mi-Yen Yeh, 
Phillip B. Gibbons, Claudia Eckert

2nd IEEE International Conference on 
Data Science and Advanced Analyt-
ics (DSAA’15), Paris, France, October 
2015. 

We consider a novel distributed learn-
ing problem: A server receives poten-
tially unlimited data from clients in a 
sequential manner, but only a small in-
itial fraction of these data are labeled. 
Because communication bandwidth 
is expensive, each client is limited to 
sending the server only a small (high-
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priority) fraction of the unlabeled data 
it generates, and the server is limited 
in the amount of prioritization hints it 
sends back to the client. The goal is 
for the server to learn a good model of 
all the client data from the labeled and 
unlabeled data it receives. This setting 
is frequently encountered in real-world 
applications and has the characteris-
tics of online, semi-supervised, and 
active learning. However, previous 
approaches are not designed for the 
client-server setting and do not hold 
the promise of reducing communica-
tion costs. We present a novel frame-
work for solving this learning problem 
in an effective and communication-
efficient manner. On the server side, 
our solution combines two diverse 
learners working collaboratively, yet in 
distinct roles, on the partially labeled 
data stream. A compact, online graph-
based semi-supervised learner is used 
to predict labels for the unlabeled data 
arriving from the clients. Samples from 
this model are used as ongoing train-
ing for a linear classifier. On the cli-
ent side, our solution prioritizes data 
based on an active-learning metric 
that favors instances that are close to 
the classifier’s decision hyperplane 
and yet far from each other. To reduce 
communication, the server sends the 
classifier’s weight-vector to the client 
only periodically. Experimental results 
on real-world data sets show that this 
particular combination of techniques 
outperforms other approaches, and in 
particular, often outperforms (commu-
nication expensive) approaches that 
send all the data to the server.

DeltaFS: Exascale File Systems 
Scale Better Without Dedicated 
Servers

Qing Zheng, Kai Ren, Garth Gibson, 
Bradley W. Settlemyer, Gary Grider

PDSW2015: 10th Parallel Data Stor-
age Workshop, held in conjunction 
with SC15, Austin, TX, November 16, 
2015.

High performance computing fault 
tolerance depends on scalable paral-
lel file system performance. For more 
than a decade scalable bandwidth has 
been available from the object storage 

systems that underlie modern parallel 
file systems, and recently we have seen 
demonstrations of scalable parallel 
metadata using dynamic partitioning 
of the namespace over multiple meta-
data servers. But even these scalable 
parallel file systems require significant 
numbers of dedicated servers, and 
some workloads still experience bot-
tlenecks. We envision exascale parallel 
file systems that do not have any dedi-
cated server machines. Instead a paral-
lel job instantiates a file system names-
pace service in client middleware that 
operates on only scalable object stor-
age and communicates with other jobs 
by sharing or publishing namespace 
snapshots. Experiments shows that our 
serverless file system design, DeltaFS, 
performs metadata operations orders 
of magnitude faster than traditional 
file system architectures.

GraphReduce: Processing 
Large-scale Graphs on 
Accelerator-based Systems

Dipanjan Sengupta, Shuaiwen Leon 
Song, Kapil Agarwal,  Karsten Schwan

International Conference for High Per-
formance Computing, Networking, 
Storage and Analysis (SC ’15) Austin, 
TX, Nov 2015.

Recent work on real-world graph 
analytics has sought to leverage the 
massive amount of parallelism of-
fered by GPU devices, but challenges 

remain due to the inherent irregular-
ity of graph algorithms and limitations 
in GPU-resident memory for storing 
large graphs. We present GraphRe-
duce, a highly efficient and scalable 
GPU-based framework that operates 
on graphs that exceed the device’s in-
ternal memory capacity. GraphReduce 
adopts a combination of edge- and 
vertex-centric implementations of the 
Gather-Apply-Scatter programming 
model and operates on multiple asyn-
chronous GPU streams to fully exploit 
the high degrees of parallelism in 
GPUs with efficient graph data move-
ment between the host and device. 
GraphReduce-based programming 
is performed via device functions that 
include gatherMap, gatherReduce, ap-
ply, and scatter, implemented by pro-
grammers for the graph algorithms 
they wish to realize. Extensive experi-
mental evaluations for a wide variety 
of graph inputs and algorithms dem-
onstrate that GraphReduce significant-
ly outperforms other competing out-of-
memory approaches.

Bandwidth-efficient Distributed 
k-Nearest Neighbor Search with 
Dynamic Time Warping

Chin-Chi Hsu, Perng-Hwa Kung, 
Mi-Yen Yeh, Shou-De Lin,  Phillip B. 
Gibbons

Proceedings of the 3rd IEEE Interna-
tional Conference on Big Data (Big-
Data’15), Santa Clara, CA, October-
November 2015. 

We study the fundamental k-nearest 
neighbor (kNN) search problem on 
distributed time series. A server has 
constantly received various reference 
time series Q of length X and seeks 
the exact kNN over a collection of time 
series distributed across a set of M lo-
cal sites. When X and M are large, and 
when the amount of query increases, 
simply sending each Q to all M sites 
incurs high communication bandwidth 
costs, which we would like to avoid. 
Prior work has presented a communi-
cation-efficient kNN algorithm for the 
Euclidean distance similarity measure. 
In this paper, we present the first com-
munication-efficient kNN algorithm for 
the dynamic time warping (DTW) simi-
larity measure, which is generally be-
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lieved a better measure for time series. 
To handle the complexities of DTW, we 
design a new multi-resolution struc-
ture for the reference time series, and 
multi-resolution lower bounds that can 
effectively prune the search space. We 
present a new protocol between the 
server and the local sites that leverages 
multi-resolution pruning for communi-
cation efficiency and cascading lower 
bounds for computational efficiency. 
Empirical studies on both real-world 
and synthetic data sets show that our 
method reduces communication band-
width by up to 92%.

Tracking and Reducing 
Uncertainty in Dataflow 
Analysis-Based Dynamic 
Parallel Monitoring

Michelle Goodstein, Phillip Gibbons, 
Michael Kozuch, Todd Mowry

International Conference on Parallel 
Architectures and Compilation Tech-
niques. October 18-21, 2015, San 
Francisco, CA.

Dataflow analysis-based dynamic par-
allel monitoring(DADPM) is a recent 
approach for identifying bugsin par-
allel software as it executes, based on 
the key insightof explicitly modeling a 
sliding window of uncertainty across-
parallel threads. While this makes the 
approach practical andscalable, it also 
introduces the possibility of false posi-
tives inthe analysis. In this paper, we 
improve upon the DADPMframework 
through two observations. First, by ex-
plicitlytracking new “uncertain” states in 
the metadata lattice, wecan distinguish 
potential false positives from true posi-
tives. Second, as the analysis tool runs 
dynamically, it can use theexistence (or 
absence) of observed uncertain states 
to adjustthe tradeoff between preci-
sion and performance on-the-fly. Fo-
rexample, we demonstrate how the 
epoch size parameter canbe adjusted 
dynamically in response to uncertainty 
in orderto achieve better performance 
and precision than when thetool is 
statically configured. This paper shows 
how to adapt acanonical dataflow 
analysis problem (reaching definitions) 
anda popular security monitoring tool 
(TAINTCHECK) to our newuncertainty-

tracking framework, and provides new 
provableguarantees that reported true 
errors are now precise.

Decoupled Direct Memory 
Access: Isolating CPU and IO 
Traffic by Leveraging a Dual-
Data-Port DRAM

Donghyuk Lee, Lavanya Subramanian, 
Rachata Ausavarungnirun, Jongmoo 
Choi, Onur Mutlu

24th International Conference on Par-
allel Architectures and Compilation 
Techniques (PACT), San Francisco, CA, 
USA, October 2015.

Memory channel contention is a criti-
cal performance bottleneck in modern 
systems that have highly parallelized 
processing units operating on large 
data sets. The memory channel is con-
tended not only by requests from differ-
ent user applications (CPU access) but 
also by system requests for peripheral 
data (IO access), usually controlled by 
Direct Memory Access (DMA) engines. 
Our goal, in this work, is to improve 
system performance by eliminating 

memory channel contention between 
CPU accesses and IO accesses. 

To this end, we propose a hardware-
software cooperative data transfer 
mechanism, Decoupled DMA (DDMA) 
that provides a specialized low-cost 
memory channel for IO accesses. In 
our DDMA design, main memory has 
two independent data channels, of 
which one is connected to the proces-
sor (CPU channel) and the other to 
the IO devices (IO channel), enabling 
CPU and IO accesses to be served on 
different channels. System software or 
the compiler identifies which requests 
should be handled on the IO channel 
and communicates this to the DDMA 
engine, which then initiates the trans-
fers on the IO channel. By doing so, 
our proposal increases the effective 
memory channel bandwidth, thereby 
either accelerating data transfers be-
tween system components, or provid-
ing opportunities to employ IO perfor-
mance enhancement techniques (e.g., 
aggressive IO prefetching) without in-
terfering with CPU accesses. 

We demonstrate the effectiveness of 
our DDMA framework in two scenari-
os: (i) CPU-GPU communication and 
(ii) in-memory communication (bulk 
data copy/initialization within the main 
memory). By effectively decoupling ac-
cesses for CPU-GPU communication 
and in-memory communication from 
CPU accesses, our DDMA-based design 
achieves significant performance im-
provement across a wide variety of sys-
tem configurations (e.g., 20% average 
performance improvement on a typical 
2-channel 2-rank memory system).

AppFlux: Taming App Delivery 
via Streaming

Ketan Bhardwaj, Pragya Agarwal, Ada 
Gavrilovska, Karsten Schwan

Conference on Timely Results in Oper-
ating Systems (TRIOS’15), in conjunc-
tion with SOSP, Oct. 2015. The 25th 
ACM Symposium on Operating Sys-
tems Principles, October 4-7, 2015, 
Monterey, California, USA

The number of apps downloaded for 
smart devices has surpassed 80 bil-
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Three Data Communication Modes of DDMA (lighter ar-
row: data flow, darker arrow: control flow).
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lion, with trends suggesting continued 
substantial increases. The resulting 
volume of app installs and updates 
puts pressure on the existing appde-
livery infrastructure due to interactions 
of end user devices with app stores via 
the Internet that involve app stores’ 
data center, content delivery network’s 
(CDNs) points of presence and the In-
ternet Service Provider (ISP) pipes. This 
paper presents ‘AppFlux’ – a novel app 
streaming approach to app delivery 
which reduces the load app delivery 
poses on the app infrastructure, and 
relieves users from having to deal with 
unnecessary updates potentially saving 
bytes on their costly data plan. By lev-
eraging the emerging ‘edge cloud’ tier 
of the Internet, the AppFlux approach 
provides ‘just-in-time’ delivery of apps 
and their updates while (i) reducing the 
traffic due to app installs and updates 
seen in the last mile of Internet by up 
to 70%, (ii) facilitating twice as fast 
app delivery compared to CDNs and 
(iii) App streaming can potentially lead 
to 20% improvements in the app load 
times on devices. With its implemen-
tation for the Android app ecosystem, 
AppFlux achieves this in a completely 
invisible manner, i.e., without requiring 
any changes by app developers or any 
explicit actions by end users.

Recommending Missing Sensor 
Values

Chung-Yi Li, Wei-Lun Su, Todd G. 
McKenzie, Fu-Chun Hsu, Shou-De Lin, 
Phillip B. Gibbons, Jane Yung-jen Hsu

Proceedings of the 3rd IEEE Interna-
tional Conference on Big Data (Big-
Data’15), Santa Clara, CA, October-
November 2015. 

Datasets gathered from sensor net-
works often suffer from a significant 
fraction of missing data, due to issues 
such as communication and sensor 
interference, power depletion, and 
hardware failure. Many standard data 
analysis tools such as classification en-
gines, time-sequence pattern analysis 
modules, and statistical tools are ill-
equipped to deal with missing values ¿ 
hence, there is a vital need for highly-
accurate techniques for imputing miss-
ing readings prior to analysis. This pa-
per presents novel imputation methods 

that take a “recommendation systems” 
view of the problem: the sensors and 
their readings at each time step are 
viewed as products and user product 
ratings, with the goal of estimating the 
missing ratings. Sensor readings differ 
from product ratings, however, in that 
the former exhibit high correlation in 
both time and space. To incorporate 
this property, we modify the widely 
successful matrix factorization ap-
proach for recommendation systems 
to model inter-sensor and intra-sensor 
correlations and learn latent relation-
ships among these dimensions. We 
evaluate the approach using two sen-
sor network datasets, one indoor and 
one outdoor, and two imputation sce-
narios, corresponding to intermittent 
readings and failed sensors. Next, we 
consider sensor networks with multiple 
sensor types at each node. We present 
two techniques for extending our mod-
el to account for possible correlations 
among sensor types (e.g., temperature 
and humidity) with promising results. 
Finally, we study how the imputed val-
ues affect the result of data analysis. 
We consider a popular data analy-
sis task -- building regression-based 
prediction models -- and show that, 
compared to prior approaches for im-
putation, our method leads to a much 
higher quality prediction model.

High-Performance and 
Lightweight Transaction 
Support in Flash-Based SSDs

Youyou Lu, Jiwu Shu, Jia Guo, Shuai 
Li, Onur Mutlu

IEEE Transactions on Computers (TC), 
October 2015.

Flash memory has accelerated the 
architectural evolution of storage sys-
tems with its unique characteristics 
compared to magnetic disks. The no-
overwrite property of flash memory 
naturally supports transactions, a com-
monly used mechanism in systems to 
provide consistency. However, exist-
ing embedded transaction designs in 
flash-based Solid State Drives (SSDs) 
either limit the transaction concurrency 
or introduce high overhead in tracking 
transaction states. This leads to low or 
unstable SSD performance. In this pa-
per, we propose a transactional SSD 

(TxSSD) architecture, LightTx, to enable 
better concurrency and low overhead. 
First, LightTx improves transaction con-
currency arbitrarily by using a page-
independent commit protocol. Second, 
LightTx tracks the recent updates by 
leveraging the near-log-structured up-
date property of SSDs and periodically 
retires dead transactions to reduce 
the transaction state tracking cost. Ex-
periments show that LightTx achieves 
nearly the lowest overhead in garbage 
collection, memory consumption and 
mapping persistence compared to ex-
isting embedded transaction designs. 
LightTx also provides up to 20.6 per-
cent performance improvement due to 
improved transaction concurrency.

Analyzing Enterprise Storage 
Workloads with Graph Modeling 
and Clustering

Yang Zhou, Ling Liu, Sangeetha 
Seshadri, Lawrence Chiu

EEE Journal on Selected Areas in Com-
munications. 2016 Special Issue on 
Emerging Technologies in Communi-
cations. 

Utilizing graph analysis models and 
algorithms to exploit complex inter-
actions over a network of entities is 
emerging as an attractive network 
analytic technology. In this paper, we 
show that traditional column or row-
based trace analysis may not be effec-
tive in deriving deep insights hidden 
in the storage traces collected over 
complex storage applications, such as 
complex spatial and temporal patterns, 
hotspots and their movement patterns. 
We propose a novel graph analyt-
ics framework, GraphLens, for min-
ing and analyzing real world storage 
traces with three unique features. First, 
we model storage traces as heteroge-
neous trace graphs in order to capture 
multiple complex and heterogeneous 
factors, such as diverse spatial/tempo-
ral access information and their rela-
tionships, into a unified analytic frame-
work. Second, we employ and develop 
an innovative graph clustering method 
that employs two levels of clustering 
abstractions on storage trace analysis. 
We discover interesting spatial access 
patterns and identify important tem-
poral correlations among spatial ac-
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cess patterns. This enables us to better 
characterize important hotspots and 
understand hotspot movement pat-
terns. Third, at each level of abstrac-
tion, we design a unified weighted 
similarity measure through an iterative 
dynamic weight learning algorithm. 
With an optimal weight assignment 
scheme, we can efficiently combine 
the correlation information for each 
type of storage access patterns, such 
as random versus sequential, read ver-
sus write, to identify interesting spatial/
temporal correlations hidden in the 
traces. Some optimization techniques 
on matrix computation are proposed 
to further improve the efficiency of our 
clustering algorithm on large trace 
datasets. Extensive evaluation on real 
storage traces shows GraphLens can 
provide broad and deep trace analy-
sis for better storage strategy planning 
and efficient data placement guid-
ance. GraphLens can be applied to 
both a single PC with multiple disks 
and a distributed network across a 
cluster of compute nodes to offer a few 
opportunities for optimization of stor-
age performance.

A Low-Overhead, Fully-
Distributed, Guaranteed-
Delivery Routing Algorithm for 
Faulty Network-on-Chips

Mohammad Fattah, Antti Airola, 
Rachata Ausavarungnirun, Nima 
Mirzaei, Pasi Liljeberg, Juha 
Plosila, Siamak Mohammadi, Tapio 
Pahikkala, Onur Mutlu, Hannu 
Tenhunen

9th ACM/IEEE International Symposium 
on Networks on Chip (NOCS), Vancou-
ver, BC, Canada, September 2015.

This paper introduces a new, practi-
cal routing algorithm, Mazerouting, 
to tolerate faults in network-on-chips. 
The algorithm is the first to provide all 
of the following properties at the same 
time: 1) fully-distributed with no cen-
tralized component, 2) guaranteed de-
livery (it guarantees to deliver packets 
when a path exists between nodes, or 
otherwise indicate that destination is 
unreachable, while being deadlock 
and livelock free), 3) low area cost, 4) 
low reconfiguration overhead upon a 
fault. To achieve all these properties, 
we propose Maze-routing, a new vari-
ant of face routing in on-chip networks 
and make use of deflections in routing. 
Our evaluations show that Maze-rout-
ing has 16X less area overhead than 
other algorithms that provide guar-
anteed delivery. Our Maze-routing al-
gorithm is also high performance: for 
example, when up to 5 links are bro-
ken, it provides 50% higher saturation 
throughput compared to the state-of-
the-art.

Scaling Up Clustered Network 
Appliances with ScaleBricks

Dong Zhou, Bin Fan, Hyeontaek 
Lim, David G. Andersen, Michael 
Kaminsky, Michael D. Mitzenmacher, 
Ren Wang, Ajaypal Singh

ACM SIGCOMM Conference on Com-
puter Communications (SIGCOMM 
2015), London, United Kingdom, Au-
gust 2015. 

This paper presents ScaleBricks, a new 
design for building scalable, clustered 
network appliances that must “pin” 
flow state to a specific handling node 
without being able to choose which 
node that should be. ScaleBricks ap-
plies a new, compact lookup structure 
to route packets directly to the appro-
priate handling node, without incurring 
the cost of multiple hops across the in-
ternal interconnect. Its lookup structure 
is many times smaller than the alter-
native approach of fully replicating a 
forwarding table onto all nodes. As a 
result, ScaleBricks is able to improve 
throughput and latency while simul-
taneously increasing the total number 
of flows that can be handled by such 
a cluster. This architecture is effective 
in practice: Used to optimize packet 

forwarding in an existing commercial 
LTE-to-Internet gateway, it increases 
the throughput of a four-node cluster 
by 23%, reduces latency by up to 10%, 
saves memory, and stores up to 5.7x 
more entries in the forwarding table.

FastLane: Making Short 
Flows Shorter with Agile Drop 
Notification

David Zats, Anand Padmanabha Iyer, 
Ganesh Ananthanarayanan, Rachit 
Agarwal, Randy H. Katz, Ion Stoica, 
Amin Vahdat

SoCC 2015: 84-96 Symposium on 
Cloud Computing, August 27-29, 
2015, Big Island, Hawaii.

The drive towards richer and more 
interactive web content places in-
creasingly stringent requirements on 
datacenter network performance. 
Applications running atop these net-
works typically partition an incoming 
query into multiple subqueries, and 
generate the final result by aggregat-
ing the responses for these subquer-
ies. As a result, a large fraction—as 
high as 80%—of the network flows 
in such workloads are short and la-
tency-sensitive. The speed with which 
existing networks respond to packet 
drops limits their ability to meet high-
percentile flow completion time SLOs. 
Indirect notifications indicating packet 
drops (e.g., duplicates in an end-to-
end acknowledgement sequence) are 
an important limitation to the agility of 
response to packet drops. 

This paper proposes FastLane, an 
in-network drop notification mecha-
nism. FastLane enhances switches to 
send high-priority drop notifications 
to sources, thus informing sources 
as quickly as possible. Consequently, 
sources can retransmit packets sooner 
and throttle transmission rates ear-
lier, thus reducing high-percentile flow 
completion times. We demonstrate, 
through simulation and implementa-
tion, that FastLane reduces 99.9th per-
centile completion times of short flows 
by up to 81%. These benefits come 
at minimal cost — safeguards ensure 
that FastLane consume no more than 
1% of bandwidth and 2.5% of buffers.
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Unfortunately, there is no single server 
configuration that is best, or close to 
best, for all applications. Some appli-
cations are computation-heavy, need-
ing powerful CPUs and little I/O band-
width, while others are I/O-bound and 
involve large amounts of random I/O 
requests. Some are memory-limited, 
while others process data in streams 
(from storage or over the network) with 
little need for RAM. And, some may 
have characteristics that can exploit 
particular hardware assists, such as 
GPUs, encryption accelerators, and so 
on. A multi-purpose cloud could easily 
see a mix of all of these varied applica-
tion types, and a lowest-common-de-
nominator type configuration will fall 
far short of best-case efficiency.

For five years now, our research in this 
pillar has been driven by the belief that 
specialization is crucial to achieving the 
best efficiency—in computer systems, 
as in any large-scale system (including 
society), specialization is fundamental 
to efficiency. Cloud computing infra-
structures the past five years and into 
the future will increasingly benefit from 
this concept, purposefully including 
mixes of different platforms specialized 
for different classes of applications. In-
stead of using a single platform con-
figuration to serve all applications, 
each application (and/or application 
phase, and/or application component) 
can be run on available servers that 
most closely match its particular char-
acteristics. Our research has shown 
that such an approach can provide 
order-of-magnitude efficiency gains, 
where appropriate specialization is 
applied, while retaining the economies 

of scale and elastic resource allocation 
promised by cloud computing.

At the time of the ISTC-CC forma-
tion, the inspiration for this pillar came 
largely from the insights of Carnegie 
Mellon’s FAWN project, which showed 
that, for a given power budget, a large 
number of low-power server nodes 
could out-perform a smaller number 
of large, traditional servers—pro-
vided that the application in question 
be adapted to the new hardware con-
figuration.  This notion that significant 
changes in hardware configuration 
may require new, fundamental insights 
into software architecture has led to 
several of the ISTC-CC advances under 
the specialization pillar.  For example, 
if nodes appear to be more memory-
impoverished relative to their applica-
tion sizes (either because nodes with 
less DRAM are employed or because 
an application’s working set grows), 
more memory-efficient data structures 
may be needed.  This observation led 
to the investigation of cuckoo hashing 
as a key data structure; as a result, In-
tel researchers picked up the technolo-
gy and incorporated the ISTC research 
findings into Intel’s DPDK package. 

Parallel to the research around re-
architecting software around new 
hardware, several ISTC-CC efforts 
also developed new microarchitec-
tural concepts to improve application 
efficiency.  “Simple DRAM and Virtual 
Memory Abstractions to Enable Highly 
Efficient Memory Systems” and “Prac-
tical Data Compression for Modern 
Memory Hierarchies” are example 
PhD thesis titles from two ISTC-CC stu-
dents pursuing this area of research, 
and each student was invited to pre-
sent their work to architecture teams 
within Intel.  In one notable example, 
in fact, ISTC-CC research that pro-
duced an initial advance in software 
architecture, inspired a collaboration 
with another research group within 
Intel, which in turn led to the joint de-
velopment of new microarchitectural 
technologies to improve application 
efficiency—completing the circle.  That 
work, incidentally, appeared in IEEE 
Micro’s Top Picks from the Computer 
Architecture Conferences 2016!

Pillar 2: Automation

As computer complexity has grown and 
system costs have shrunk, operational 
costs have become a significant factor 
in the total cost of ownership. Moreo-
ver, cloud computing raises the stakes, 
making the challenges tougher while 
simultaneously promising benefits that 
can only be achieved if those challeng-
es are met. Operational costs include 
human administration, downtime-
induced losses, and energy usage. 
Administration expenses arise from 
the broad collection of management 
tasks, including planning and deploy-
ment, data protection, problem diag-
nosis and repair, performance tuning, 
software upgrades, and so on. Most of 
these become more difficult with cloud 
computing, as the scale increases, the 
workloads run on a given infrastruc-
ture become more varied and opaque, 
workloads mix more (inviting inter-
ference), and pre-knowledge of user 
demands becomes rare rather than 
expected. And, of course, our introduc-
tion of specialization (Pillar 1) aims to 
take advantage of platforms tailored 
to particular workloads.

Automation is the key to driving down 
operational costs. With effective automa-
tion, any given IT staff can manage much 
larger infrastructures. Automation can 
also reduce losses related to downtime, 
both by eliminating failures induced by 
human error (the largest source of fail-
ures) and by reducing diagnosis and 
recovery times, increasing availability. 
Automation can significantly improve 
energy efficiency, both by ensuring the 
right (specialized) platform is used for 
each application, by improving server 
utilization, and by actively powering 
down hardware when it is not needed.

Results from early in the ISTC-CC’s 
lifetime, indeed, demonstrated that 
automation algorithms could indeed 
modulate the power consumption of 
datacenters with demand load (e.g., 
due to diurnal access patterns) and 
helped motivate the need for a more 
complete set of server power state of-
ferings.  More recently, research efforts 
have borne fruit in two exciting areas.  
First, ISTC-CC-sponsored efforts have 
demonstrated that, given a charac-
terization of an application’s demand, 
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SLOs (Service Level Objectives) may be 
guaranteed by judicious use of traffic 
prioritization and rate-limiting.  Sec-
ond, as shown at Intel Labs’ Demo Day, 
the TetriSched work has demonstrated 
that applications may be intelligently 
scheduled onto heterogeneous cluster 
resources under an array of objective 
functions and space-time constraints.  

Pillar 3: Big Data

“Big Data analytics” refers to a rapidly 
growing style of computing character-
ized by its reliance on large and often 
dynamically growing datasets. With 
massive amounts of data arising from 
such diverse sources as telescope im-
agery, medical records, online transac-
tion records, checkout stands and web 
pages, many researchers and practition-
ers are discovering that statistical models 
extracted from data collections promise 
major advances in science, health care, 
business efficiencies, and information 
access. In fact, in domain after domain, 
statistical approaches are quickly by-
passing expertise-based approaches in 
terms of efficacy and robustness.

The shift toward Big Data analytics 
pervades large-scale computer us-
age, from the sciences (e.g., genome 
sequencing) to business intelligence 
(e.g., workflow optimization) to data 
warehousing (e.g., recommendation 
systems) to medicine (e.g., diagnosis) 
to Internet services (e.g., social net-
work analysis) and so on. Based on 
this shift, and their resource demands 
relative to more traditional activities, 
we anticipated five years ago that Big 
Data activities would soon dominate 
future cloud computing.

For five years now, our research in this 
pillar has advanced the state-of-the-
art in cloud computing infrastructures 
that efficiently and effectively support 
Big Data analytics, providing efficiency 
to both programmers (in terms of ef-
fort to construct and run analytics ac-
tivities) and the infrastructure (in terms 
of resources required for given work).  
Our biggest impact has been in the 
area of open source  “Big Learning” 
frameworks and systems that more ef-
fectively accommodate advanced ma-
chine learning algorithms and graph 
analytics.  GraphLab attracted 100s of 

companies as users, and jump-started 
Intel’s push into analytics frameworks.  
Spark has become the leading open 
source analytics platform, used by over 
1000 companies.  Moreover, ISTC-CC 
researchers have been thought leaders 
in big learning systems, pioneering nov-
el approaches (e.g., parameter servers) 
and dominating first tier conferences.  
Finally, beyond Big Learning,  ISTC-CC 
research in scalable file systems has 
transformed high-end file systems for 
petascale and exascale computing.

Pillar 4: To the Edge

Future cloud computing will be a com-
bination of public and private clouds, 
or hybrid clouds, but will also extend 
beyond large datacenters that power 
cloud computing to include billions of 
clients and edge devices. This includes 
networking components in select loca-
tions and mobile devices closely as-
sociated with their users that will be 
directly involved in many “cloud” activ-
ities. These devices will not only use re-
mote cloud resources, as with today’s 
offerings, but they will also contribute 
to them. Although they offer limited re-
sources of their own, edge devices do 
serve as bridges to the physical world 
with sensors, actuators, and “context” 
that would not otherwise be available. 
Such physical-world resources and 
content will be among the most valu-
able in the cloud.

Effective cloud computing support for 
edge devices must actively consider lo-
cation as a first-class and non-fungible 
property. Location becomes important 
in several ways. First, sensor data (e.g., 
video) should be understood in the 
context of the location (and time, etc.) 
at which it was captured; this is par-
ticularly relevant for applications that 
seek to pool sensor data from multiple 
edge devices at a common location. 
Second, many cloud applications used 
with edge devices will be interactive in 
nature, making connectivity and laten-
cy critical issues; devices do not always 
have good connectivity to wide-area 
networks and communication over 
long distances increases latency.

This pillar focuses on cloud comput-
ing infrastructures that adaptively and 
agilely distribute functionality among 

core cloud resources (i.e., backend 
data centers), edge-local cloud re-
sources (e.g., servers in coffee shops, 
sports arenas, campus buildings, wait-
ing rooms, hotel lobbies, etc.),and 
edge devices (e.g., mobile handhelds, 
tablets, netbooks, laptops, and weara-
bles). This requires programming and 
execution frameworks that allow re-
source-intensive software components 
to run in any of these locations, based 
on location, connectivity, and resource 
availability. It also requires the ability 
to rapidly combine information cap-
tured at one or more edge devices 
with other such information and core 
resources (including data repositories) 
without losing critical location context.

The ISTC research efforts in this pil-
lar began by demonstrating that the 
back-end cloud, while essential for 
many computing tasks, is not a pana-
cea: there exists a large class of ap-
plications (such as cognitive assistance 
and augmented reality) for which the 
latency to back-end datacenters is un-
acceptable.  The research program in 
this pillar developed virtual machine-
based technologies that enable rapid 
deployment of edge services—a key 
property as many such applications 
will naturally involve mobility, and con-
sequently, the edge services must be 
mobile as well.  Recently, we’ve been 
heartened by the strong industrial 
desire to pursue this direction as evi-
denced by multi-company workshops 
and the formation Open Edge Com-
puting initiative, which is investigating 
how to push these concepts into real 
deployments and products.  As a first 
dividend of these efforts, the Pittsburgh 
Living Edge Lab has been formed and 
will be deploying and testing cloudlets 
in a commercial LTE network over the 
next year.  On the academic side, the 
first conference devoted to edge com-
puting (SEC 2016) has been organized 
and will take place later this year. 

As you can see, it has been a great five 
years marked by significant progress on 
each of the four pillars and widespread 
impact.  Although the center is com-
pleting its run, we believe that the ideas 
and systems developed by the ISTC-CC 
will have impact for years to come.
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be critical aspects of modern and future 
cloud computing, guided in many cas-
es by the work of ISTC-CC researchers. 

Of course, the pillar categorization was 
for agenda presentation purposes only, 
as many activities necessarily spanned 
pillars, such as scheduling (automa-
tion) of multiple data-intensive frame-
works (big data) across heterogeneous 
(specialized) cluster resources. Indeed, 
many of our most impactful efforts 
evolved from combining activities from 
different areas toward larger goals. 

One area where ISTC-CC impact has 
been huge is something we call “big 
learning systems”: (new) frameworks 
for supporting efficient Big Data ana-
lytics based on advanced machine 
learning (ML) algorithms. Obviously, 
ISTC-CC’s GraphLab and Spark have 
become very popular open source 
systems in addition to changing mind-
sets on the right way to enable ML on 
Big Data. Lots of energy and entire 
software ecosystems have grown up 
around both, including adoption and 
contributions by Intel. ISTC-CC re-
searchers also led the field in devel-
opment of a range of more effective 
and natural abstractions for different 
types of non-trivial ML tasks and de-
signing frameworks to enable them, 
such as consistency models based on 
bounded staleness and parallelization 
architectures based on what we call 
“parameter servers” (servers for widely 
shared ML model parameters). These 
new approaches have become central 
components of the next generation of 
popular open source systems, such as 
Petuum and MxNet. We are coalescing 
knowledge from these activities and 
experiences in a taxonomy of major 

big-learning styles and the techniques/
frameworks that best serve them, with 
the hope of bringing some clarity to 
this still evolving problem space and to 
ensure that there are no major holes 
in the solution set, as we move deeper 
into the data science era. 

Another area where ISTC-CC research-
ers made major progress is on resource 
scheduling in clouds, and especially on 
a topic induced by the cross-section of 
three ISTC-CC pillars: scheduling for 
specialization. ISTC-CC’s original vi-
sion correctly foresaw that truly effective 
clouds would require diverse special-
ized platforms (e.g., TPUs now used at 
Google, FPGAs now used at Microsoft, 
and GPUs used widely). It also correctly 
foresaw a new challenge: scheduling 
with application-specific constraints. 
Workloads are better off when they are 
assigned to the “right” resources, but 
they are sometimes happier to get sec-
ond or third choices rather than wait-
ing for the “right” ones. Among other 
things, we have devised new interfaces 
and automation support to address the 
challenge of matching the right work-
loads to the right resources (at the right 
times), to maximize exploitation of re-
source specialization. Aspects of these 
approaches have been adopted in vari-
ous schedulers, such as via contributions 
to the YARN open source scheduler. 

While most of ISTC-CC’s research fo-
cused on core cloud infrastructure, our 
Cloudlet efforts develop technologies 
for bringing parts of that core closer to 
the edge. Cool demonstrations focused 
on cognitive assistance, which is some-
thing that demands both significant 
computing resources and low-latency 
locality-sensitive turnaround, illustrat-
ing the need and serving as strong 
case studies. (And, Greg continues to 
wait impatiently for the resulting assis-
tance for his failing wet-ware memory!) 
We are heartened by the apparent de-
sire to pursue this direction evidenced 
in multi-company workshops and plan-
ning of how to push these concepts into 
real deployments and products. 

ISTC-CC has produced far too many 
cool results, positive Intel engage-
ments, impactful contributions, pub-
lications, awards, etc. to recount fully 
here. The news items and paper ab-

stracts throughout this newsletter pro-
vide a broader overview of such things 
from the last year, and previous news-
letters do so for previous years. Of 
course, all of the papers can be found 
via the ISTC-CC website, and the ISTC-
CC researchers will probably never tire 
of discussing their work with Intel peo-
ple who follow up. 

As we close our last newsletter, we want 
to thank Intel for pursuing the ISTC vi-
sion, working with us to make ISTC-CC 
such a great success, and obviously for 
supporting it. Particular “thank you!”s 
go out to the Intel leaders who so ac-
tively worked with us on shaping and 
nurturing ISTC-CC. From the begin-
ning, Rich Uhlig was a critical shaper 
and partner. Scott Hahn provided 
week-by-week guidance and support 
throughout the center’s lifetime. Justin 
Rattner, Wen-Hann Wang, and Chris 
Ramming all played important leader-
ship roles in the formation of the center, 
as did Mike Mayberry and Mark Abel 
in its continuance. Last but not least, 
Jeff Parkhurst was a central part of the 
ISTC-CC management team, serving 
periodicaly as a center advisor, legal 
liason, research counselor, technology 
transfer specialist, event coordinator, 
and all-around “go to” guy. 

Finally, thank you to the many great 
technical people at Intel who engaged 
in great discussions, mindshare, and 
collaborations with us during ISTC-CC. 
We hope the connections continue and 
stay every bit as strong.

Sheng Li (intel) and Onur Mutlu (CMU) discuss “The Effi-
cacy of Error Mitigation Techniques for DRAM Retention 
Failures” at an ISTC-CC Retreat ‘14 poster session. 

Margaret Martonosi (Princeton) delivers her talk on 
“Hardware-Software Interface Issues in Heterogeneous 
Systems: Design, Verification, and Programming” at the 
4th ISTC-CC Retreat.


